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Abstract

From buyers appraising complex products to policymakers evaluating novel program
at pilot sites, important decisions rely on selective exploration of multi-attribute ob-
jects. This paper offers a model of learning with correlated attributes. Similarity across
attributes is flexibly modeled through a Gaussian process. In the single-player bench-
mark, the optimal sample is (i) neutral and thorough, (ii) independent of prior attribute
means or the sampling format, and (iii) consisting of the most central attributes in a
corresponding inference graph, i.e. attaining the highest sample centrality. With sepa-
rate authorities over sampling and adoption, the agent’s preference for a sample hinges
both on its informativeness for the principal and its alignment of players’ interests – re-
flecting sampling’s dual purposes of influence and learning. We characterize distortions
in sample size, content, and strategic delay. Our results have implications for purposive
site selection and site selection bias in small-scale program evaluations.
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1 Introduction

From potential buyers appraising products to employers evaluating the skill bundles of
potential employees to policymakers gauging the small-scale impact of social programs to
qualitative researchers selecting cases in studying a complex phenomenon, important deci-
sions rely on selective and budgeted exploration of multi-attribute objects. Understanding
how an agent chooses to learn more about some considerations rather than others prior to a
decision is of fundamental and long-standing interest in economics (Lancaster (1966), Mac-
Crimmon (1968), Keeney and Raiffa (1976)). A common feature shared by these examples
is that attribute realizations (equivalently skill levels, outcomes at pilot sites, case studies
etc.) are inherently correlated. The agent faces a non-trivial extrapolation problem from
realizations of sampled attributes to the rest of the attribute space.

We introduce a flexible framework for analyzing optimal attribute sampling in the ab-
sence and presence of conflict over attribute weights and adoption thresholds. An agent
and a principal – both symmetrically informed – jointly evaluate a multi-attribute project
of uncertain value. The agent is endowed with the authority to sample attributes, whereas
the principal is endowed with the authority to adopt the project. Due to the assumed rich-
ness of the attribute space, the agent publicly samples only a subset of attributes subject
to a sampling capacity. The principal subsequently translates sample realizations into an
adoption decision.

The key methodological contribution of the paper lies in identifying a tractable way
of modeling a mass of correlated attributes into the evaluation problem. The attribute
space is A = [0, 1]d where d ≥ 1. Attribute realizations follow an unknown sample path of a
Gaussian process, the parameters of which (µ, σ) are common to both players. Of particular
importance is the covariance function

σ : A×A → R,

which is a natural similarity metric for any pair of attributes. The more similar the pair, the
stronger the covariance of their respective realizations and hence the stronger the inference
drawn from one to the other. Hence, σ encodes key properties of the project under evalua-
tion. The only regularity assumption we impose on the process guarantees that µ and σ are
continuous in A. We show that the class of Gaussian processes allowed in our analysis is
quite flexible. The Gaussian path approach generalizes approaches based on the Brownian
path introduced in the experimentation and search literatures by Callander (2011a) and
Jovanovic and Rob (1990).

To fix ideas, consider the following example of an attribute problem. A novel social
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program is considered for implementation in a set of target sites A, each indexed by a d-
dimensional observable characteristic. The program outcomes vary across sites: µ(i) is the
expected outcome at site i and σ(i, j) corresponds to the covariance between outcomes at
sites i and j. A researcher (i.e. agent) has a budget of k pilot experiments to locate at at
most k sites: once run, the experiment reveals the site outcome perfectly. A bureaucrat (i.e.
principal) translates the evidence from pilot experiments into a decision about large-scale
implementation. The researcher and the bureaucrat both seek to learn from pilots, but they
potentially differ in (i) how they weight outcomes of different sites, (ii) how successful they
deem the status quo policy to be. All such differences are commonly known.

We first characterize the set of single-player samples of pilots in terms of covariance σ.
This is the set of optimal samples if the researcher and the bureaucrat share the same exact
preference. In the absence of conflict, k distinct sites are sampled. Theorem 3.1 establishes
key features of any such single-player sample. First, the sample is independent of expected
outcomes µ and the ex-ante average outcome of the program (Theorem 3.1(iii)). It is hence
neutral: programs, whether promising or unpromising, are evaluated identically and pilot
sites are not selected based on their expected outcomes (Proposition 3.2). We show that
samples are ranked by the posterior variance that they induce, which does not depend on
expected outcomes. Second, evaluation does not benefit from the flexibility of sequential
rollout of pilots. Outcomes from earlier pilots do not inform the locations of future pilots,
hence the set of pilots can be implemented simultaneously.

A third key feature of single-player samples (Theorem 3.1(ii)) is that they are thorough,
in the sense that they maximize holistic learning about the program. To elaborate on the
thoroughness of single-player samples, section 3.3 fully characterizes the set of single-player
samples for a particular distance-based covariance function.1 By doing so, the section for-
malizes an analogy with the concept of purposive site selection in social experiments (Olsen
et al. (2013), Watts, Peck and Taussig (1977)).2 We show that as site outcomes approach in-
dependence, any single-player sample approaches the expected pilots from uniform random
sampling. On the other hand, as site outcomes approach perfect correlation, any single-
player sample approaches the expected sample from stratified uniform random sampling
(Proposition 3.7). Section 3.2 offers a second illustration of thoroughness of single-player
samples. Adopting a generalized Brownian covariance, the example captures contexts in

1This is the covariance of the Ornstein-Uhlenbeck process, which possesses features that make it a very
good choice for discussing site selection.

2In their report on the New Jersey Income Maintenance Experiment, Watts, Peck and Taussig (1977)
introduced the “test-bore approach” to large-scale social experimentation, consisting of

“[. . .] examining a discrete number of purposely chosen and distinctive samples from which a
complete composite can eventually be formed.” (pg. 445)
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which the outcome at a given site is known ex-ante and sets a benchmark for sampling.
Another key contribution of our single-player analysis of section 3 is the general formal-

ization of the notion that pilot sites are centrally located in the set of target sites. This
demands an entirely novel graph-theoretic approach to the attribute problem, which relies
on an infinite weighted graph with attributes as nodes. We introduce a centrality mea-
sure over finite subsets of nodes – referred to as sample centrality – and establish that any
single-player sample attains the highest sample centrality in the graph (Theorem 3.8). We
further argue that sample centrality is a natural generalization of betweenness centrality to
non-singleton subsets of nodes.

Section 4 turns its attention to the principal-agent game. Generically, the two players
start with different ex-ante values for the project. We show that the agent’s expected
payoff from a sample depends on it only through two sufficient statistics, which summarize
the extent to which the sample is informative for each player (4.1). This characterization
is key in reducing the agent’s optimization problem over the space of feasible samples to
optimization in a two-dimensional space. The key insight behind this characterization is
that the agent’s sample choice determines both the frequency of adoption and the accuracy
of adoption: while informativeness for the principal is the only statistic that influences the
adoption frequency, its accuracy is determined by the sample’s informativeness for both
players. From this characterization it is immediate that the researcher prefers gradual
rollout of pilot experiments: he benefits from the flexibility of tailoring the location of
subsequent pilots to observed outcomes in order to better influence the adoption decision of
the bureaucrat. Delay, therefore, is purely instrumental. This is the first of the three types
of sampling distortions that section 4 analyzes.

Section 4.2 zooms into the case in which the researcher and the bureaucrat have the same
attribute weight function but different adoption thresholds. The only distortion possible
in such a context is the agent forgoing sampling entirely. In all other instances, the agent
samples their common single-player sample. If the agent is less (more) demanding than
the principal, such distortion appears for the upper (lower) tail of projects (i.e. ex-ante
value sufficiently high) – as the agent fears the principal overreacting to new evidence.
Put differently, extremely promising projects are evaluated very differently from extremely
unpromising ones. This implies that for milder distortions in sample size and content, some
conflict over attribute weights is necessary.

Section 4.3, in turn, solves for optimal sampling when players hold opposite attribute
weights but equal adoption thresholds. With exactly opposite attribute weights, their single-
player samples coincide. Yet, the optimal sample is gradually distorted away from the
single-player sample, both in terms of sample content and sample size (Proposition 4.4).

Section 4.4 broadens the discussion to general attribute weights and adoption thresholds.
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In the special cases of 4.2 and 4.3, all samples induce either positive correlation or negative
correlation among the players’ posteriors. Proposition 4.6 clarifies conditions under which
a sample that induces negative correlation among posteriors is optimal. We refer to this
as a controversial sample: outcomes of pilots are expected to move the players’ beliefs in
opposite directions. A necessary condition for a controversial sample to be optimal is for
players to be in ex-ante disagreement.

The major result of section 4 is theorem 4.7, which characterizes sufficient conditions
for the optimal sample to suppress information for both players. Information suppression
means that there exists a feasible sample that attains a higher sufficient statistic pair than
the optimal sample – i.e. higher informativeness for both players – but it is suboptimal.
Moreover, such suppression occurs only in the presence of ex-ante agreement, when the
principal leans more weakly than the agent towards a particular adoption decision. The two
examples of section 4.4.1 elaborate on the particular form that suppression of information
takes. The first example looks at how a researcher interested in the average outcome across
all sites exerts influence over a partisan principal interested exclusively in one site. The
second example explores the consequences of overlapping interests: some attributes are of
common interest to both players whereas others are of individual interest. Information
suppression manifests itself in a variety of forms: from selection of peripheral sites for
both players to selection of either very low-uncertainty or very high-uncertainty sites and
distortion away from sites of common interest. These observations connect our analysis
to the empirical debate on the challenges that strategic site selection bias in randomized
controlled trials imposes on external validity (Allcott (2015), Bold et al. (2018), Vivalt
(Forthcoming)).

In the rest of the paper, we adopt the terminology of “attributes”, “realizations” and
“samples” (rather than “sites”, “site outcomes” and “pilots”) as a more inclusive terminology
for the array of applications that qualify as attribute discovery. The remaining part of
this section discusses related work. Section 2 puts forth the model (2.1), describes players’
inference problem (2.2), and discusses modeling choices (2.3). Section 3.1 provides a general
characterization of the single-player benchmark, whereas section 3.4 establishes that the
single-player sample attains maximal sample centrality. Sections 3.2 and 3.3 apply the
characterization to two parametric covariance functions. Section 4 analyzes the principal-
agent conflict: 4.1 establishes a tractable characterization of the agent’s payoff, whereas
sections 4.2, 4.3 and 4.4 use it to analyze distortions in sampling. Section 4.4.1 illustrates
distortions in two special cases of inter-player conflict. Section 5 concludes with directions
for future work.
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Related work

Attribute discovery. Our paper builds upon models of costly attribute discovery, where
realizations of a select subset of payoff-relevant attributes are observed prior to a binary
decision. In Klabjan, Olszewski and Wolinsky (2014) the object is characterized by finitely
many independent attributes. Although we model a continuum of correlated attributes,
optimal sampling in our single-player benchmark is reminiscent of their Proposition 1: any
single-player sample is SOSD-dominated.3 Other recent work combines search across several
multi-attribute objects with attribute sampling from each object (Sanjurjo (2017), Olszewski
and Wolinsky (2016), Geng, Pejsachowicz and Richter (2017), Neeman (1995)). Branco, Sun
and Villas-Boas (2012) study sequential examination of infinitely many attributes, where
the independent attributes are modeled as infinitesimal iid shocks. We depart from this
literature primarily in our focus on correlated attributes.

Learning and experimentation over Gaussian paths. Starting with Aghion et al.
(1991), a large literature studies dynamic learning and experimentation over unknown func-
tions that map actions to payoffs. The uncertain payoff function is oft modeled through
sample paths of a Gaussian process, the most widely used of which is the Brownian motion.4

Jovanovic and Rob (1990) model gradual technological discovery through a sequence of my-
opic agents learning about an infinite family of independent Brownian motions. Callander
(2011a) uses the Brownian construction to tackle strategic experimentation with correlated
arms: myopic agents dynamically learn the mapping from policies to outcomes. Garfagnini
and Strulovici (2016) introduce costly learning and forward-looking agents in this Brownian
experimentation framework. Callander and Hummel (2014) study two-player sequential ex-
perimentation over an unknown policy-outcome path modelled as a Brownian path. Other
recent work that models learning over Brownian paths include Callander (2011b), Callan-
der and Matouschek (2019), and Callander, Lambert and Matouschek (2018). Our model
differs from this line of work primarily in that players faced with the attribute sampling
problem estimate the area under the Gaussian path instead of identifying a maximum of
the path.

More closely related, Ilut and Vlachev (2017) study dynamic learning of an unknown
optimal policy function, modeled as a squared exponential process. Although their agent
seeks to learn the entire function, he does not sample objective states which he aims to learn
the optimal action for but merely selects the amount of observational noise at exogenously

3Klabjan, Olszewski and Wolinsky (2014) show that They show that under equal discovery cost, attributes
that are SOSD-dominated are discovered first. In our model, even though attributes are not necessarily
SOSD-ordered, the distributions of the posterior values that they generate are and therefore any single-
player sample is SOSD-dominated.

4In earlier work (Bardhi (2018)), attribute realizations were modeled through a Brownian covariance.
The current framework strictly nests the case of Brownian attributes.
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drawn states. In Callander and Clark (2017), the Higher Court samples legal cases –the
outcomes of which follow a Brownian path – so as to impact the aggregate behavior of the
Lower Court over a mass of randomly drawn cases. Because Lower Courts reason case by
case, the problem of the Higher Court is fundamentally different from an attribute problem.

Gaussian processes are quintessential to spatial inference (i.e. kriging) in geostatistics
(Matheron (1963), Chilés and Delfiner (2012)) and are increasingly used in kernel methods in
machine learning (Rasmussen and Williams (2006), Hofmann, Schölkopf and Smola (2008)).

Gradual learning from multiple information sources. In concurrent work, Liang,
Mu and Syrgkanis (2019) study gradual information acquisition about a finite number of
correlated Gaussian attributes. Their framework shares with ours the linear and additive
payoff structure, capacity cost, and Gaussian correlation. These features drive both the
equivalence between simultaneous and sequential sampling in our framework and history-
independent dynamic learning in theirs. Importantly, while their focus is on gradual learning
of a finite number of attributes, ours is on conclusive learning from an infinite attribute
space, where distance between any two attributes is quantified by a covariance function.
This is also our key difference vis-à-vis this literature.

Drew Fudenberg and Strzalecki (2018) and Ke and Villas-Boas (2019) study diffusion-
based learning about the independent payoffs of two available actions – which can be cast
in terms of learning about two independent attributes. In Mayskaya (2019) and Che and
Mierendorff (2019), the state is two-dimensional, dimensions are possibly correlated, and the
information sources generate Poisson signals for each dimension. Austen-Smith and Mar-
tinelli (2018) consider a discrete-time exploration problem in which an agent learns about a
set of independent alternatives through Bernoulli signals before stopping and adopting one
of them. In our setup, the adoption decision is binary but the agent learns the adoption
value by inspecting selectively from an infinite set of correlated information sources. Also,
the setup shares with the literature on gradual learning from multiple sources the focus on
(i) exogenous restrictions on the space of attainable signals, (ii) equal cost and intensity
across sources. In this regard it contrasts with Zhong (2019), who allows for costly and
flexible design of gradual information acquisition.

Persuasion through selective sampling. Broadly speaking, our principal-agent setup
relates to models of persuasion through flexible experimental design (Brocas and Carrillo
(2007), Rayo and Segal (2010), Kamenica and Gentzkow (2011)), Wald persuasion games
(Henry and Ottaviani (2019)), and persuasion with multi-dimensional information (Glazer
and Rubinstein (2004), Sher (2011), Carroll and Egorov (2019)). In contrast to most of these
lines of work, attribute learning imposes natural constraints on the set of feasible information
structures and both the principal and the agent have state-dependent preferences.
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The paper shares with Tillio, Ottaviani and Sørensen (2017a) and Tillio, Ottaviani
and Sørensen (2017b) the focus on strategic sample selection and its implications for the
external validity of experiments. In contrast to our agent, the researcher in Tillio, Ottaviani
and Sørensen (2017b) (i) privately observes k idd signals about a single-dimensional payoff-
relevant state and discloses signals selectively, (ii) is interested only in approval. Tillio,
Ottaviani and Sørensen (2017a) is more closely related to our setup, as the state is multi-
dimensional and the researcher designs an experiment on his dimension of choice.5 Yet
again, our key difference lies in that their researcher is asymmetrically informed about the
state and interested only in adoption. In contrast to Banerjee et al. (2017), our framework
features a single principal and there is no value from randomization over samples.

Although in a different framework, strategic case selection by the Higher Court in Callan-
der and Clark (2017) resembles our agent’s sampling problem: our optimal sample as well as
theirs generically does not consist of the most uncertain attribute or case. Our analysis also
relates to Hirsch (2016) in the agent’s dual goals of learning and motivating the principal,
although disagreement in our model arises due to different attribute weighting rather than
heterogenous beliefs.

2 Model

2.1 Setup

Players. This is a game between a principal (P , she) and an agent (A, he), who jointly
evaluate a multi-attribute project of uncertain quality. A decides which attributes to sample
publicly, and P subsequently decides on project adoption.

Attributes. The project is characterized by a mass of attributes A := [0, 1]d, d ≥ 1.
Attribute realizations follow an unknown mapping f : A → R. We model prior uncertainty
through a flexible non-parametric approach – specifying directly the distribution from which
f is drawn rather than a parametric form for it. The mapping is drawn from the space
of sample paths of a Gaussian process (GP) with prior mean µ : A → R and symmetric
positive definite covariance σ : A×A → R. That is,

f(a) ∼ GP
(
µ(a), σ(a, a′)

)
. (1)

Structural parameters (µ, σ) are commonly known. Prior mean µ(a) gives the expected value
5Specifically, the researcher in Tillio, Ottaviani and Sørensen (2017a) runs/discloses an experimental

trial in one of two sites, the treatment effects at which are statistically independent. Prior to designing the
experiment, he is privately informed about (i) treatment effect at one site, (ii) baseline outcome at one site,
or (iii) treatment outcomes at both sites. We are instead interested in symmetrically informed researcher
and evaluator.
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of f(a) whereas σ(a, a′) gives the covariance between f(a) and f(a′) for any a, a′ ∈ A. Note
that σ(a, a) corresponds to the variance of f(a).6 Figure 1a depicts the realized attribute
mapping for a familiar Gaussian process, namely a Brownian motion with positive drift.
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1.2
Attribute mapping and prior mean

(a) Realized attribute mapping f in grey and prior
mean µ(a) = 2a in red.

(b) Yellow (resp., red) area depicts a player’s true
value vi (resp., prior value νi0).

Figure 1: The covariance for the depicted Brownian motion is σ(a, a′) = min(a, a′) for all a, a′ ∈ A = [0, 1].
The right panel 1b assumes equally important attributes: ωi(a) = 1 for all a ∈ [0, 1].

Assumption 1 imposes a mild regularity condition on the prior distribution: any pos-
sible realization of f is continuous in a. In particular, this implies that µ and σ are each
continuous.7 That is, for any two attributes that are arbitrarily close in A, both their true
and expected realizations are arbitrarily close. Moreover, for any given attribute there is
another one arbitrarily similar to it.

Assumption 1. Almost any realization of f is continuous.

Sampling. Given a finite n-sample (i.e. sample of size n < ∞) of attributes a =

(a1, . . . , an) ∈ An, the realizations are jointly Gaussian due to the Gaussian prior on f :

f(a) :=


f(a1)

...
f(an)

 ∼ N



µ(a1)

...
µ(an)


︸ ︷︷ ︸

µ(a)

,


σ(a1, a1) . . . σ(a1, an)

... . . . ...
σ(an, a1) . . . σ(an, an)


︸ ︷︷ ︸

Σ(a)


.

6Without loss, the single-agent benchmark adopts normalization µ(a) = 0, ∀a ∈ A and σ(a, a) = 1 for
any a ∈ A with nonzero variance.

7Proposition A.1 provides sufficient conditions on (µ, σ) for sample-path continuity of the underlying GP.
The latter implies mean-square continuity of the process, which in turn is equivalent to continuity of µ and
σ.
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We employ shorthand notation µ(a) and Σ(a) respectively for the prior mean of f(a) and
the sample covariance matrix. The acquired sample (a, f(a)) is publicly observable. Players
are symmetrically informed throughout the game. Let An be the set of samples of at most
n distinct attributes.

The agent samples attributes subject to a capacity constraint k ∈ N: the cost of drawing
n attributes is

c(n) =

0 if n ≤ k

+∞ otherwise.

We contrast two sampling formats: simultaneous and sequential. Under simultaneous sam-
pling, resampling is not permissible. Agent draws the entire sample a before observing f(a).
Under sequential sampling, attributes are drawn sequentially in m < k batches of respective
sizes (q1, . . . , qm), where qj > 0 ∀j and

∑m
j=1 qj = k. The realizations of attributes in batch

j are observed before the next batch j + 1 is drawn. There is no cost of delay and the
principal makes an adoption decision after the agent has concluded all sampling.

Payoffs. Players are risk neutral. The ex-post value from project adoption for player i is
a weighted sum of attribute realizations, that is

vi =

∫
A
f(a) dωi(a), (2)

where ωi(a) is a Riemann-integrable weight function for player i such that ω(a) ̸= 0 for at
least some a ∈ A and ∫

A
dωi(a) = 1.

The pair of weight functions (ωA, ωP ) is commonly known. The value from rejection for
player i is a safe payoff ri ∈ R – we refer to this as i’s outside option. There are, hence, two
sources of disagreement among players: (i) disagreement about the relative importance of
attributes captured by (ωA, ωP ), and (ii) disagreement about the outside option, captured
by (rA, rP ).

At the start, the ex-post value for player i is distributed according to

vi ∼ N


∫
A
µ(a) dωi(a)︸ ︷︷ ︸

:=νi0

,

∫
A

∫
A
σ(a, a′) dωi(a) dωi(a

′)

 . (3)

Let νi0 = E[vi] denote i’s prior value: this is his expected worth of adoption prior to any
sampling. Figure 1b illustrates νi0 as the area under prior mean µ, weighted by attribute
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weights. Similarly, let νi(a, f(a)) = E [vi | a, f(a)] denote the posterior value for player i
conditional on sample (a, f(a)).

Definition 1 (Prior disagreement). Players are in prior disagreement about the project’s
initial worth if

(
vP0 − rP

)
and

(
vA0 − rA

)
have opposite signs.

2.2 Inference and interpolation

Because attributes are correlated, player i’s inferential problem proceeds in two steps: (i) he
interpolates across observations f(a) so as to infer the rest of the attribute mapping, and (ii)
he derives posterior value νi(a, f(a)) from the interpolated mapping. Lemma 2.1 establishes
that each player’s best guess for an out-of-sample attribute is a linear combination of sample
observations. Naturally, the interpolated mapping goes through acquired realizations.

Lemma 2.1 (Interpolation). Fix n-sample (a, f(a)) ∈ An × Rn and attribute â ∈ A.

(i) The expected realization f(â) is given by

E[f(â) | a, f(a)] = µ(â) +
∑
aj∈a

τj(â;a) (f(aj)− µ(aj)) ,

where τj(â;a), its sensitivity to observation f(aj), is the (1, j)th entry of matrix(
σ(a1, â) . . . σ(an, â)

)
Σ(a)−1.

(ii) For any aj ∈ a, τj(aj ;a) = 1 and τm(aj ;a) = 0 for any m ̸= j.

The exact shape of interpolation is dictated by covariance σ. Figure 2 depicts interpola-
tion for three widely used Gaussian processes. Due to the Markov property of the Brownian
motion and the Ornstein-Uhlenbeck process (figures 2a and 2b), the best guess for any
attribute is informed only by its immediate sample neighbors.8 Interpolation between any
two sample attributes is therefore local: linear in the case of Brownian interpolation and
non-linear in that of the OU process. In contrast, the squared exponential process in figure
2c is an example of non-local interpolation.

Lemma 2.2 shows that the posterior value is also a linear combination of sample realiza-
tions. The sensitivity of the posterior to each realization aggregates the sensitivity of the
entire interpolated mapping to it. Players agree on how to interpolate but generically hold
different posterior values for any given sample due to different attribute weight functions.

8Linear interpolation across sample points is a general property for all Markov covariances.
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(a) Brownian motion: σ(a, a′) = min(a, a′)
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(b) Ornstein-Uhlenbeck: σ(a, a′) = e−|a−a′|/ℓ, ℓ =
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(c) Squared exponential: σ(a, a′) = e−(a−a′)2/ℓ2 ,
ℓ = 1/20

Figure 2: Interpolation from sample a = (1/5, 2/5, 3/5, 4/5) with µ(a) = 0 ∀a ∈ A := [0, 1].

Lemma 2.2 (Posterior value). For a given n-sample (a, f(a)), player i’s posterior value is
a linear combination of sample observations, i.e.

νi(a, f(a)) = νi0 +
n∑

j=1

τ ij(a) (f(aj)− µ(aj)) (4)

where observation f(aj) is weighted by

τ ij(a) :=

∫
A
τj(a;a) dωi(a) (5)

and τj(a;a) is as defined in lemma 2.1.
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2.3 Discussion of assumptions

Covariance as similarity. Gaussian processes afford flexible modeling of correlated at-
tributes. Covariance σ is a natural similarity metric for attribute pairs: the more similar
the pair, the stronger the inference from one to the other. The parametric form for σ hence
captures the nature of the multi-attribute object under evaluation. As Figure 2 and sections
3.2 and 3.3 show, the interpolation pattern hinges on properties of σ.

The baseline model makes two minimal assumptions on the correlation structure: (i)
continuity of the attribute mapping, and (ii) jointly Gaussian attributes. Assumption 1
guarantees that for any two attributes arbitrarily close in A, their realizations are arbitrarily
close and almost perfectly correlated. This is effectively an assumption on the richness of A.
The Gaussian structure, on the other hand, is motivated by a notion of maximum ignorance
on the part of the players: for any finite subset of attributes and a corresponding mean and
covariance matrix, the jointly Gaussian distribution maximizes entropy.
Attribute sampling as site selection. The attribute problem is isomorphic to an ab-
stract formulation of multi-site program evaluation. Let A be the set of target sites of a
novel program: these are sites (i.e. local communities) affected by the large-scale rollout of
the program. Correspondingly, f(a) is the program outcome at site a. E.g. if A = [0, 1],
sites are ordered according to a relevant and observable scalar characteristic, e.g. median
household income. A sample (a, f(a)) is a collection of small-scale pilot studies at sites
a. The single-agent problem corresponds to that of a social planner locating a budget of
small-scale pilot studies so as to best evaluate the large-scale promise of the program.
Richness of attribute space. The characterization of single-player sampling in theorems
3.1 and 3.8 is valid for a finite number of multivariate Gaussian attributes as well.9 It is
the analysis of distortions in section 4 that makes heavier use of the rich attribute space –
both in terms of uncountably many attributes and of the continuous covariance function.
Observational noise. The model can easily accommodate Gaussian noise – be that uni-
form or attribute-specific. Players observe y(a) = f(a)+ ϵ(a) where ϵ(a) ∼ N (m(a), η2(a)).
Although the particular form of the optimal sample is affected by the presence of noise, the
equivalence between sequential and simultaneous sampling of section 3.1 remains intact.
Appendix B.1.1 discusses this direction.
Cost structure. Capacity cost focuses the single-agent benchmark on the problem of ex-
ploration rather than that of exploitation: namely, how to best learn about f with a budget
of k observations. This can be thought of as the second stage of a sampling procedure, in the
first stage of which the agent decides upon and incurs upfront the sunk cost of capacity k.
The payoff structure also presupposes that the agent does not incur the uncertain attribute

9See remark B.1 for the notion of sample centrality with a finite A.
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realizations that he samples: these realizations are very small compared to the payoff from
(non)-adoption.

3 Single-agent sampling

This section sets a benchmark for optimal sampling in the absence of inter-player conflict,
by assuming that sampling and adoption are decided upon by a single agent. Section 3.1
characterizes the set of single-agent samples and establishes an equivalence between sequen-
tial and simultaneous sampling. Section 3.3 applies this characterization to a distance-based
covariance in order to derive insights for purposive site selection in multi-site program eval-
uation. Motivated by the pattern of single-agent sampling in sections 3.2 and 3.3, section
3.4 introduces a graph-theoretic approach to attribute sampling so as to formalize the no-
tion that a single-agent sample is most central in the corresponding attribute graph. This
demands a novel centrality measure – sample centrality – which strikingly combines features
of betweenness and Bonacich centrality.

3.1 Characterization

The sample choice determines the distribution of posterior value ν(a, f(a)). From lemma
2.2, this posterior follows a Gaussian distribution because the realization of each sample
attribute is Gaussian. Therefore for a given sample a ∈ Ak,

ν(a, f(a)) ∼ N
(
ν0, ψ

2(a)
)
,

where ψ2 is the posterior variance of a sample.10 Note that E[ν(a, f(a)) = ν0 for any sample
a: the posterior variance provides a sufficient informativeness statistic based on which the
agent ranks feasible samples.

Having drawn (a, f(a)), the agent adopts the project if and only if the posterior value
ν(a, f(a)) is above r. Therefore, his value from sampling a is

V (a) = r + (ν0 − r)Φ

(
ν0 − r

ψ(a)

)
+ ψ(a)ϕ

(
ν0 − r

ψ(a)

)
, (6)

where ϕ and Φ denote respectively the pdf and cdf of the standard normal distribution. The
term (ν0 − r) determines whether the project is adopted in the absence of further evidence.
Therefore, the second term in (6) is the agent’s expected net value from adoption given
(ν0−r), whereas the third term in (6) accounts for the fact that the inferred net value of the
project conditional on it being adopted is strictly higher for any at least barely informative

10For notational ease, we drop player’s index in this single-agent benchmark.
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sample. As expected, V depends on the sample choice only through the posterior variance
that the sample induces. In fact, V (a) is strictly increasing and convex in ψ(a).

Theorem 3.1 characterizes the set of optimal samples for a single agent by fleshing out
the explicit expression for ψ2(·) in (7) in terms of observational weights (τ1(a), . . . , τk(a))

from lemma 2.2. All else constant, the posterior variance is higher if for any two positively
(resp. negatively) correlated sample attributes, an incremental increase in their respective
observations moves the posterior in the same (resp., opposite) directions.

Moreover, the theorem observes that any single-agent sample uses the entire sampling
capacity. The continuity of σ guarantees that for any finite sampling capacity there always
exist informative attributes that remain unsampled; hence, the agent cannot afford forgoing
part of the sampling capacity. Another important implication is that the single-agent sample
does not depend on the project’s initial worth ν0, the rejection value r, or the ex-ante mean
µ. This is due to the fact that the monotonicity of V in ψ(a) does not depend on these
primitives.

Theorem 3.1 (Single-agent sampling). Fix k ∈ N. The single-agent sample a∗

(i) consists of k distinct attributes;

(ii) maximizes the posterior variance ψ2(a), given by

a∗ ∈ arg max
a∈Ak

k∑
j=1

τj(a)

(
k∑

m=1

τm(a)σ(aj , am)

)
:= ψ2(a); (7)

(iii) is independent of µ, ν0, and r.

Part (iii) of the theorem further implies that the timing format of sampling is immaterial
to the set of single-agent samples: the agent samples optimally the same attributes even if
allowed the flexibility of sequential sampling. The latter takes the form of drawing attributes
in m < k batches, and observing the attribute realizations in the current batch before
proceeding to the next one. While the observed realizations do affect the agent’s expected
value from adoption, they do not affect the variance-covariance of remaining unsampled
attributes and therefore the optimal sample for the remaining batches.11 Hence, costless
delay is of no value in single-agent sampling. Proposition 3.2 establishes the result.

11Suppose that up to batch t < m, (at, f(at)) has been drawn. The updated covariance function for
a, a′ ∈ A is:

σt(a, a
′) = σ(a, a′)− Σ(a,at)Σ(at)

−1Σ⊤(at, a
′),

where Σ(a,at) is the 1× |at|-matrix that lists the covariance of attribute a and that of each attribute in at,
and Σ(at) is the sample covariance.
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Proposition 3.2 (Equivalence of sampling formats). In the single-agent benchmark, a
sample is optimal under any sequential sampling of attributes if and only if it is optimal
under simultaneous sampling.

Taken together, theorem 3.1 and proposition 3.2 put forth a neutrality result. In the
absence of inter-player conflict, the optimal way of evaluating a multi-attribute project
should not depend on its ex-ante promise ν0, the status-quo r, the expected values of
particular attributes µ, or the flexibility of sequential sampling.

Finally, this characterization is robust to Gaussian attribute-specific observational noise
modulo the appropriate modification of the posterior variance in equation (7). The set of
single-agent samples depends neither on the presence of measurement bias nor on the format
of sampling.12 But it does depend on the amount of noise. Example B.1 shows that with
Brownian covariance and uniform noise the optimal attribute strictly increases in noise: a
noisier environment encourages the agent to sample ex-ante more uncertain attributes.

3.2 Benchmark attributes

Let A = [0, 1] and fix an attribute a0 ∈ [0, 1]. Suppose the following covariance function:

σa0(a, a
′) =


min(a− a0, a

′ − a0) if a, a′ ≥ a0

min(a0 − a, a0 − a′) if a, a′ ≤ a0

0 if a < a0 < a′ or a′ < a0 < a.

Realization f(a0) is known ex ante (i.e. σ(a0, a0) = 0) and it determines the expected
realization for all other attributes. Moreover, the variance of each attribute realization
equals the distance of the attribute from a0. There is zero correlation between attributes
on different sides of a0. For these reasons, we refer to a0 as a benchmark attribute.

It follows from the parametric form of σa0 that interpolation across sample realizations
is linear, local, and goes through (a0, f(a0)).13 See Figure 2a for an illustration of interpo-
lation with a0 = 0. Applying lemmata 2.1 and 2.2, we obtain closed-form expressions for
the weighing of sample realizations. The single-agent sample in corollary 3.4 follows from
theorem 3.1(ii).

Lemma 3.3 (Weighing of realizations). For each aj ∈ a = (a1, . . . , ak) where a1 < . . . < ak,
let aj and āj denote the attribute closest to the left and right of aj among attributes in

12See corollary B.1 in appendix.
13Covariance function σa0 is derived from two independent Brownian processes on [0, a0] and [a0, 1] re-

spectively. The Markov property of the Brownian covariance implies that interpolation is local, whereas the
linearity of interpolation follows from σa0 being linear in its arguments.
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Figure 3: Quasi-representative sampling

a ∪ {a0}. Then, the weight given to realization f(aj) is

τj(a) =

∫ aj

aj

ω(a)
a− aj
aj − aj

da+

∫ āj

aj

ω(a)
āj − a

āj − aj
da.

Corollary 3.4 (Quasi-representative sampling). Fix k ∈ N and let ωi(a) = 1 ∀a ∈ [0, 1].
The single-player sample a∗ = (a∗1, . . . , a

∗
k) where a1 < . . . < am < a0 < am+1 < . . . < ak

consists of

a∗j =


a0 −

2(m− j + 1)

2m+ 1
a0 if j ≤ m

a0 +
2(j −m)

2(k −m) + 1
(1− a0) if j > m.

Two remarks are in order from corollary 3.4. First, sample attributes are not equally
spaced in [0, a0] and [a0, 1]: they are systematically closer to peripheral attributes a = 0 and
a = 1 to account for the fact that f(a0) is known. Second, small changes in a0 might bring
about drastically different sampling patterns. Take, for instance, two alternative benchmark
attributes a0 = 1/2− ϵ and a′0 = 1/2+ ϵ for ϵ > 0 small enough. Fix k = 1. As ϵ shrinks to
zero, a∗(a0) → 5/6 but a∗(a′0) → 1/6. That is, two ex-ante arbitrarily similar projects are
evaluated very differently.

3.3 Purposive vs. random site selection

Single-agent sampling naturally relates to the concept of purposive sampling– be that of
pilot sites in program evaluation or of case studies in qualitative research. Purposive sam-
pling aims to identify for further study sites or cases that “yield the most information and
have the greatest impact on the development of knowledge” (Patton (2014)). It is a non-
random procedure that leverages the agent’s worldview of the underlying correlations across
sites, as well as of which sites matter most for his decision problem, in order to maximize
learning about all affected sites. Reinterpreted, section 3.1 derives three desiderata of pur-
posive sampling: site selection should (i) be unbiased from expected site-level outcomes,
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(ii) maximize the generalizability of findings, and (iii) involve no delay.
An alternative to purposive sampling is sampling sites randomly with a uniform chance

of selection. Olsen et al. (2013) observed that random site selection in social experiments
is rare. Purposive sampling – purported to generate a more diverse sample than uniform
random sampling – is the preferred approach in practice.14 The following discussion com-
pares the single-agent sample to the uniform random one in the context of a particular
distance-based covariance. It shows that the single-agent sample is more diverse than the
random sample and it converges to it as correlation across sites vanishes to zero.

Let A := [0, 1] denote the set of target sites. If adopted, the program under evaluation
is introduced in all target sites. Suppose the program is expected to perform equally well
across sites and the evaluator cares equally about them – that is, µ(a) = 0 and ω(a) = 1 for
all a ∈ [0, 1]. Correlation between outcomes at any two sites takes a distance-based form:15

σou(a, a
′) := e−|a−a′|/ℓ, (8)

where ℓ > 0 is a length-scale parameter. That is, correlation decreases with distance and
ℓ indexes the strength of correlation across a fixed distance. The higher ℓ is, the more
predictable the outcome mapping is locally.16 Site outcomes become perfectly correlated
as ℓ → +∞ and perfectly independent as ℓ → 0. Moreover, outcomes are also equally
uncertain ex ante in all sites: f(a) ∼ N (0, 1) for all a ∈ [0, 1]. The agent’s only reason for
preferring a site over another is its central location vis-à-vis other target sites.

Lemma B.2 observes that interpolation across observed outcomes is local: the best
guess for the outcome of an out-of-sample site is based on the outcomes of sample sites to
its immediate left and right only. But interpolation is also non-linear. Expected outcomes of
out-of-sample sites tend more towards the zero ex-ante mean than what linear interpolation
would suggest. Figure 4a visualizes such interpolation. Lemma 3.5 derives the weight given
to each sample outcome in the posterior value. This weight increases in the site’s distance
from its left and right neighbor in the sample.

Lemma 3.5 (Weighing observed outcomes). Fix sample a = (a1, . . . , an), n ≥ 2. Observa-
14Olsen et al. (2013) show that of the 273 evaluations included in the Digest of Social Experiments (as

compiled in Greenberg and Shroder (2004)), all but 7 featured purposive site selection. The typical sample
was small (compared to all target sites), diverse, and non-random.

15This covariance corresponds to the Ornstein-Uhlenbeck process – the only Gaussian process that is both
Markov and stationary. The Markov property is at the heart of the local nature of τj(a,a) and τj(a), whereas
convexity in distance leads to non-linear interpolation. See lemmata B.2 and 3.5.

16Length-scale ℓ is a natural measure of the complexity of the program under evaluation: a lower ℓ suggests
that it is harder to extrapolate away from sample data.
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tion f(aj) is weighted by

τj(a) =


ℓ
(
1− e−a1/ℓ + tanh

(
a2−a1

2ℓ

))
if j = 1

ℓ
(

tanh
(
aj+1−aj

2ℓ

)
+ tanh

(
aj−aj−1

2ℓ

))
if j ∈ (1, n)

ℓ
(
1− e−(1−an)/ℓ + tanh

(
an−an−1

2ℓ

))
if j = n.

(9)

For a singleton sample a = a1, τ1(a1) = ℓ(2− e−a1/ℓ − e−(1−a1)/ℓ).

Lemma 3.5 is critical in explicitly deriving the posterior variance ψ2(·). Figure 4b
illustrates the single-agent sample for various sampling capacities and length-scales. If the
agent is bound to a single pilot (i.e. k = 1), the median site a = 1/2 is optimal: site
outcomes are equally uncertain, so the most informative site is the one on average closest
to the rest of the target sites.

Suppose the agent samples sites randomly instead, so that k sites are drawn uniformly at
random from [0, 1]. If site outcomes were perfectly independent, this would be an optimal
sampling strategy since the agent would be indifferent between all k-samples. Lemma
3.6 shows that in expectation the uniform random sample is evenly spaced across [0, 1].17

Proposition 3.7 then shows that the single-agent sample approaches this uniform random
sample as sites become increasingly more independent.

Lemma 3.6 (Uniform random sampling). Suppose ā1, ā2, . . . , āk are drawn from U(0, 1),
indexed so that ā1 < ā2 < . . . < āk. Then E[āj ] = j/(k + 1) for any j = 1, . . . , k.
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Figure 4: Inference and single-agent sampling with σou

Proposition 3.7 (Symmetry and convergence of the single-agent sample).
17The j-th order statistics of a uniform distribution follows a Beta distribution with parameters (j, k+1−j),

the mean of which is precisely j/(k + 1).
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(i) The single-agent sample a∗ is symmetric, i.e. a∗j = 1 − a∗k−j+1 for j = 1, . . . , k.
Moreover, the outcome of each pilot is weighted equally in a∗, i.e. τj(a

∗) = τm(a∗)

for any m, j ∈ {1, . . . , k}.

(ii) For any j < k/2 (resp., j > k/2), a∗j (ℓ) is decreasing (resp., increasing) in ℓ.

(iii) The single-agent sample monotonically approaches the uniform random sample point-
wise as site outcomes become independent, i.e. for any j = 1, . . . , k, a∗j (ℓ) → āj as
ℓ → 0. As site outcomes become perfectly correlated, i.e. ℓ → +∞, the single-agent
sample approaches the stratified uniform random sample

a∗j →
2j − 1

2k
for j = 1, . . . , k.

Proposition 3.7 provides a thorough characterization of the single-agent sample, which
is symmetric around the median site and leads to each observed outcome being weighted
equally in the posterior value. The proof builds on the observation that the agent attains
a higher posterior variance by uniformly shifting a non-symmetric sample slightly to the
left or to the right – keeping the distance between any two adjacent sample sites fixed.
Such an improvement is feasible until the marginal contributions in the posterior variance
of leftmost and rightmost sample sites a1 and ak are equalized. An implication is that the
distance between any two adjacent sample sites has to be constant.

As correlation between sites strengthens, each sample site shifts further away from the
median site: the sample becomes increasingly more dispersed than the uniform random
sample. The latter induces excessively high intra-sample correlation, thus generating too
little information about peripheral sites close to zero and one. On the other hand, even as
correlation gets very strong, i.e. as ℓ→ ∞, the single-agent sample remains bounded away
from zero and one for any given k. In fact, the mth leftmost site in the sample approaches
the expected site if a site was selected uniformly from a strata of sites [(m− 1)/k,m/k].

3.4 Sample centrality

Pilot sites in the single-agent sample of section 3.3 are centrally located: symmetric around
the median site, equally spaced, and bounded away from the peripheral sites a = 0 and
a = 1. Learning about the project is maximized by observing realizations at such central
sites. Moving away from the particularity of covariance σou, we formalize a general notion of
the centrality of a sample in the attribute space. This demands a graph-theoretic approach
to the attribute problem. Appendix B.3 fleshes out the technical backbone of this section.

Consider an infinite weighted graph G = (A, E), where A is the set of attribute-nodes
and E is the set of weighted and undirected edges (Figure 5). The weight of an edge aa′ ∈ E
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joining nodes a, a′ ∈ A is given by eaa′ := σ(a, a′).18 Within G, let Ga denote the subgraph
consisting only of nodes in sample a and edges joining them. The weight of a walk, path,
or cycle is the product of the weights of the edges it traverses.

σ(a; a0)
a a

0

: : : : : :

Figure 5: Two distinct attribute-nodes a, a′ ∈ A and the weighted edge joining them

The alternating walk sum between any two nodes is the sum over all walks of any length
from one node to the other, where a walk of length ℓ is weighted by (−1)ℓ. We work with a
particular alternating walk sum: the sum of all walks between any two nodes that, except
possibly for the first and last node, visit exclusively nodes and edges in Ga. Such a walk sum
between a, a′ ∈ A is denoted by (a

a→ a′). For ease of exposition, this discussion assumes
that the alternating walk-sum is well-defined for any feasible sample a.19

Definition 2. Graph G is a-walk-summable if for any ai, aj ∈ a, the alternating walk sum
(ai

a→ aj) converges to the same value for every possible summation order of walks. It is
k-walk-summable if for any k-sample a, it is a-walk-summable.

Due to the nature of the attribute problem, definition 3 introduces a centrality measure
γ over finite subsets of nodes rather than single nodes, departing thus from standard practice
in network models:

γ :
∪
k∈N

Ak → R.

We refer to this measure as sample centrality. It measures how strongly a given sample
connects any two randomly drawn nodes from A, where the probability of each attribute-
node a being selected is given by ω(a). Generically, the drawn nodes correspond to out-of-
sample attributes. The measure counts walks of any length between any two random nodes
such that the intermediate nodes of the walk are all sample nodes. By counting walks within
the sample, it keeps track of all direct and indirect pathways through which a sample node
is connected to another sample node.

18This discussion adopts without loss the normalization σ(a, a) = 1 for any a ∈ A. Hence, the edge weight
equals the correlation between the two attribute-nodes that it joins.

19Appendix B.3.2 works with walk-summable graphs, whereas appendix B.3.3 addresses the failure of
walk-summability by introducing an equivalent well-defined notion of path-summability. The latter makes
use of the insight that any walk in a Gaussian graph factorizes uniquely into products of paths and cycles
(Giscard et al. (2016)). Therefore, each term in Σ−1(a) can be alternatively written in terms of a path sum
– which converges by definition – rather than a walk sum. Therefore, sample centrality is well-defined for
any positive definite covariance function σ.
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Definition 3 (Sample centrality). Suppose G is k-walk-summable and fix a k-sample a.
The sample centrality γ(a) of a is defined as the expected alternating walk sum from a
random first node a ∈ A to a random last node a′ ∈ A such that

(i) the ordered pair (a, a′) is drawn according to density f(a, a′) := ω(a)ω(a′);

(ii) in each such walk w = (w0, . . . , wℓ), w0 = a, wℓ = a′, and wj ∈ a for j = 1, . . . , ℓ− 1.

a

a1

a2

a3

a
0

: : :

: : :

Figure 6: Construction in definition 3

Figure 7: Sample nodes a = (a1, a2, a3) are shown in yellow, and randomly drawn nodes a, a′ in grey.

Lemma B.5 provides a graph representation of weight τj(a) for aj ∈ a. It corresponds
to the expected alternating walk sum from a randomly drawn node to aj . Because the
randomly drawn node is generically not in a, τj(a) quantifies the average distance in the
graph from out-of-sample nodes to sample node aj . This observation connects the posterior
variance in (7) to walk sums in G. Theorem 3.8 shows that ψ2(a) corresponds exactly to the
sample centrality of a. Given walk-summability, a single-agent sample is the most central
in the graph.

Theorem 3.8 (Sample centrality of a single-agent sample).

(i) For any sample a for which G is a-walk-summable, its sample centrality is equal to
the posterior variance that the sample induces, i.e. γ(a) = ψ2(a).

(ii) Fix capacity k, and suppose G is k-walk-summable. Any single-agent sample attains
the highest sample centrality.

Proof for theorem 3.8.
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(i) The posterior variance ψ2(a) can be rewritten as

ψ2(a) =
∑
ai∈a

∑
aj∈a

τi(a)τj(a)σ(ai, aj)

=
∑
ai∈a

∑
aj∈a

(
−
∫
A
(a′

a→ ai) dω(a
′)

)(
−
∫
A
(a′′

a→ aj) dω(a
′′)

)
σ(ai, aj)

=
∑
ai∈a

∑
aj∈a

Ea′

[
a′

a→ ai

]
σ(ai, aj)Ea′′

[
aj

a→ a′′
]

=

∫
A

∫
A

(
a′

a→ a′′
)
dω(a′) dω(a′′)

= E(a,a′)

[
a′

a→ a′′
]
= γ(a),

where the second equality follows from lemma B.5, the third uses the notation for
expected walk sums, the fourth takes the expectation over the first and last node of
each walk in the walk sum outside the summation, and the last line applies definition
3.

(ii) If G is k-walk-summable, then it is a-walk-summable for any k-sample a. Hence, by
part (i) and theorem 3.1, any single-agent sample attains the highest sample centrality.

Aside from the fact that sample centrality differs from standard centrality measures
insofar as it is defined over subsets of nodes, the two existing measures most closely related to
it are betweenness centrality and Bonacich centrality. It shares with betweenness centrality
the goal of measuring the extent to which a subset of nodes connects any two arbitrary nodes
in the graph. But unlike betweenness centrality, sample centrality counts walks rather than
geodesic paths. On the other hand, this alternating walk sum construction relates sample
centrality to Bonacich centrality: τj(a) counts all walks that emanate from aj ∈ a and
reach random node a through other sample nodes.20 In this way, sample centrality offers
one natural generalization of betweenness centrality to non-singleton subsets of nodes.

20Bonacich centrality discounts walks of length ℓ by βℓ, where β ∈ (0, 1) is the discount factor. In contrast,
sample centrality discounts walks of length ℓ by (−1)ℓ. The sign-alternating Bonacich centrality appears in
network games of pure substitutes (Bramoulle, Kranton and D’Amours (2014)). See section B.3.4.
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4 Influence and distortions in principal-agent sampling

4.1 Sufficient statistics for a sample

After sample a is drawn and realizations f(a) observed, the principal adopts the project
if and only if νP (a, f(a)) ≥ rP . Her adoption decision might differ from the agent’s ex-
post preferred decision, which is determined by posterior νA(a, f(a)). The agent seeks to
identify a sample that in expectation both aligns well the players’ posteriors and leads to
an informed adoption decision. That is, the agent solves

max
a∈Ak

rA + Pr(νP (a, f(a)) ≥ rP )︸ ︷︷ ︸
adoption by principal

·

 E[νA(a, f(a)) | νP (a, f(a)) ≥ rP ]︸ ︷︷ ︸
expected quality of an adopted project for the agent

−rA

 .

In striking the balance between posterior alignment and informativeness, the agent might
optimally decide to not use the entire sampling capacity. Such distortion in sample size
contrasts sharply with the single-player benchmark and is the focus of section 4.2.

For the rest of this section, we adopt shorthand notation νi(a) := νi(a, f(a)). The pair
of posterior values (νA(a), νP (a)) is jointly Gaussian according to(

νP (a)

νA(a)

)
∼ N

((
νP0
νA0

)
,

(
ψ2
P (a) ρ(a)ψA(a)ψP (a)

ρ(a)ψA(a)ψP (a) ψ2
P (a)

))

where ρ(a) denotes the correlation that sample a induces between the players’ posteriors.
Alternatively, ρ2(a) measures the the proportion of the variation in νA(a) that is explained
by variation in νP (a): if the agent were to predict his posterior νA(a) from observing only
the principal’s posterior νP (a) (i.e. no individual attribute realizations), how good would
that prediction be? This correlation can be positive for some feasible samples and negative
for others. Note that if ωP (a) = ±ωA(a) for all a ∈ A, the players’ posterior values are
perfectly correlated: ρ(a) = ±1 for any sample a. We say that a sample a is controversial
if ρ(a) < 0: when a is observed, the players’ posteriors are expected to move in opposite
directions.

We first show that the agent’s expected payoff from a sample depends on it only through
two sufficient statistics, which summarize the extent to which the sample is informative for
each player. This characterization conveniently reduces the agent’s optimization over the
space of feasible samples into optimization in a two-dimensional space. The first statistic
α1(a) := ψP (a) corresponds to the variation in the principal’s posterior, or alternatively
the variation in her adoption decision. We refer to α1(a) as a’s informativeness for the
principal. The second statistic α2(a) := ρ(a)ψA(a) is a’s adjusted informativeness for the
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agent. Strikingly, it corresponds to the variation in agent’s posterior that can be explained
by the principal’s posterior. The higher this explained variation, the more accurately the
adoption decision reflects the agent’s interest and the more informative the sample is about
vA. Ceteris paribus, the agent prefers higher α2 but not necessarily higher α1.

For any two samples a,a′ ∈ Ak, we say that a′ dominates a in both sufficient statistics
if α1(a

′) ≥ α1(a) and α2(a
′) ≥ α2(a), with at least one of these inequalities being strict.

That is, a′ guarantees both a higher informativeness for the principal and a higher adjusted
informativeness for the agent. Moreover, a is dominated in both sufficient statistics if there
exists another feasible sample that dominates it in both sufficient statistics.

Lemma 4.1 (Sufficient statistics for a sample). The agent’s expected payoff is given by

VA(ν
A
0 , ν

P
0 ) = max

a∈Ak
rA + (νA0 − rA)Φ

(
νP0 − rP
α1(a)

)
+ α2(a)ϕ

(
νP0 − rP
α1(a)

)
, (10)

where α1(a) := ψP (a) and α2(a) := ρ(a)ψA(a) are sufficient statistics for any sample
a ∈ Ak. All else fixed, the agent’s payoff is strictly increasing in α2.

Equation (10) deserve careful interpretation because it succinctly encapsulates the two
channels through which the sample choice influences the principal’s decision. First, the
sample choice determines the frequency of adoption, reflected in the term

(νA0 − rA)Φ

(
νP0 − rP
α1(a)

)
. (Adoption frequency)

A higher α1(a) leads to a higher such term if and only if the players are in ex-ante dis-
agreement: e.g. if νA0 > rA and νP0 < rP , the agent can nudge the principal towards more
frequent adoption by providing a more informative sample for her. A second channel is
by making adoption, whenever it does take place, better aligned with the agent’s ex-post
preference for adoption. This is reflected in the term

α2(a)ϕ

(
νP0 − rP
α1(a)

)
(Adoption accuracy)

This term is increasing in α1 if and only if α2 is fixed at a positive level: if the posteriors are
positively correlated a more informative sample for the principal translates into adoption
being better news for the agent. That is, α1 and α2 are complements if α2 > 0 and
substitutes otherwise.

Remark 4.1 (Centrality interpretation of the pair of sufficient statistics). The pair of suffi-
cient statistics (α1(a), α2(a)) is equivalent to another such pair

(
ψ2
P (a), cov(νP (a), νA(a))

)
,
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given respectively by:21

ψ2
P (a) =

∑
j,m

τPj (a)τPm(a)σ(aj , am), cov
(
νA(a), νP (a)

)
=
∑
j,m

τPj (a)τAm(a)σ(aj , am).

This pair has a natural interpretation in terms of sample centrality. First, ψ2
P (a) corresponds

to the sample centrality of a in the principal’s graph: the expected alternating walk sum
through the sample between any two random attributes, both drawn according to density ωP .
Second, cov(νP (a), νA(a)) corresponds also to the expected alternating walk sum through the
sample between any two random attributes, but one attribute is drawn according to ωP and
the other according to ωA. That is, the covariance captures how well the sample connects on
average attributes of most interest to the agent with those of most interest to the principal.

Remark 4.2 (Extreme outside options). As rA → −∞, the agent prefers adoption for any
realization of vA. The first term in (10) dominates, so for any sample a, VA(a) converges
to the probability that the principal adopts, i.e.

Φ

(
νP0 − rP
ψP (a)

)
.

It is plain that the optimal sample is the single-principal sample if principal is ex-ante
against adoption (νP0 < rP ) and no sampling otherwise. The opposite holds as rA → +∞:
the agent samples the single-principal sample if the principal is ex-ante in favor of adoption,
and she samples no attributes otherwise. That is, the agent provides the sample that the
principal deems as most informative in order to maximize the chance that the principal
moves away from her ex-ante preferred decision. On the other hand, as rP → ±∞, the
agent cannot influence the principal’s adoption decision through his sample choice.

Remark 4.3 (Delay in sampling). Under sequential attribute sampling, the principal cost-
lessly delays making the adoption decision until the agent is no longer willing to sample
additional attributes. In lemma 4.1, the prior values (νA0 , ν

P
0 ) inform the agent’s choice of

sample. Similarly, the posterior values that the players hold at sampling round t inform the
agent’s choice of batch (t + 1) of attributes (or whether to stop sampling altogether). The
agent benefits from the flexibility of gradually tailoring the sample to the realized path of
posterior values. Hence, the timing of sampling is immaterial in the single-agent benchmark
of section 3.1 but crucial in the principal-agent problem.

21Note that ρ(a)ψA(a) = cov(νP (a), νA(a))/ψP (a). Hence (α1, α2) can be rewritten in terms of ψP and
posterior covariance.
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4.2 Disagreement in outside options only

Suppose first that players have equal attribute weights ωA(a) = ωP (a) for all a ∈ A but
different outside options rA ̸= rP . Players hold the same prior νP0 = νA0 =: ν0 and posterior
value νA(a) = νP (a) ∀a ∈ Ak. Both sufficient statistics collapse to posterior variance
ψP (a) = ψA(a) =: ψ(a), hence the set of single-principal samples coincides with that of
single-agent samples. In the absence of inter-player conflict, players agree on which are the
most informative samples.

Even though players hold the same posterior value, they might disagree on the adoption
decision to be made based on it. Therefore, the agent uses sampling strategically to influence
the frequency of adoption. His payoff from a sample a equals principal’s payoff from a plus
a disagreement term proportional to the difference in their outside options, i.e.

VA(ν0, ν0,a) = VP (ν0, ν0,a) + (rA − rP )︸ ︷︷ ︸
gap in outside options

· Φ

(
rP − ν0
ψ(a)

)
︸ ︷︷ ︸

frequency of no adoption

Principal’s payoff is strictly increasing in ψ, but the disagreement term might not be. Higher
informativeness leads to more adoption if ν0 ≤ rP and less adoption otherwise. In turn,
a higher frequency of adoption is desirable by the agent if he is more lenient than the
principal. For ψ sufficiently small, the sensitivity of the disagreement term with respect to
ψ dominates. Hence, the agent’s payoff is (weakly) single-troughed in ψ: he prefers either
zero posterior variance (i.e. no informative sampling) or the highest attainable variance
(i.e. single-player samples).

Proposition 4.2 establishes that the only distortion present with equal attribute weights
is the optimality of no informative sampling for sufficiently extreme priors. Whenever
sampling takes place, a single-player sample is drawn. Thus, the distortion is about the
sample size rather than its content: some conflict over attribute weights is necessary for
distortions in sample content. Moreover, for any given ν0 the agent forgoes all sampling for
small capacities.

Proposition 4.2 (All-or-nothing distortion in sample size). Let ωA = ωP and rA ̸= rP .

(i) If rA < rP , there exists a threshold ν̄0(k) > rP such that the agent samples the
single-agent sample for ν0 ≤ ν̄0(k) and forgoes all sampling otherwise.

(ii) If rA > rP , there exists a threshold ν0(k) < rP such that the agent samples the
single-agent sample for ν0 ≥ ν0(k) and forgoes all sampling otherwise.

(iii) ν̄0(k) increases in k and νk0 decreases in k.
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Figure 8: Illustration for proposition 4.2(i)

Three remarks are in order about proposition 4.2. First when players are in ex-ante
disagreement a single-player sample is always drawn. Ex-ante agreement is necessary for
the agent to find it optimal not to sample. Second, the ranking of outside options matters
for the set of priors that induce (non-)adoption without sampling. If the agent is the
least (most) demanding player, it is extremely promising (unpromising) projects that are
decided upon without sampling. Agent would rather have an uniformed principal than
the uncertainty stemming from sampling. Third, the agent draws a single-player sample
if capacity is sufficiently large: small samples do more harm than good from the agent’s
perspective.

4.3 Opposing interest in attributes

If players have exactly opposite interest in attributes, i.e. ωA(a) = −ωP (a) for all a ∈ A,
is any informative sampling possible? For any feasible sample a ∈ Ak, νA(a) = −νP (a),
ψA(a) = ψP (a), and ρ(a) = −1. Players’ posteriors are perfectly and negatively correlated.
Yet in their respective single-player benchmarks, they find the same set of samples to be
most informative.

Lemma 4.3. Let ωA(a) = −ωP (a) ∀a ∈ A. The set of single-agent samples coincides with
that of single-principal samples.

Not only the ranking but also the level of outside options matters for optimal sampling.
For expositional ease, we focus on the latter by assuming rA = rP .22 With zero outside
options, the only possible outcome for any prior values νA0 = ν0 = −νP0 is no informative
sampling. Any attribute realization that the agent might draw moves the players even
further apart, as it steers them towards different adoption decisions.

With rA = rP ̸= 0, the possibility of more nuanced distortions arises. Proposition
4.4 establishes the form of such distortions. In striking contrast to proposition 4.2, partial
sampling is potentially optimal, i.e. the agent might draw fewer attributes than the sampling
capacity and/or distort the choice of attributes away from the single-player sample. As k
increases, the region of priors that induce such distortions shrinks.

22The results of this section generalize straightforwardly to rA ̸= rP , and are available upon request.
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Figure 9: Illustration for proposition 4.4(ii)

Proposition 4.4 (Gradual distortion in sample size and content). Suppose ωA(a) = −ωP (a)

for any a ∈ A and rA = rP = r.

1. If r = 0, the agent forgoes all sampling for any k.

2. Let r > 0. There exists a unique ν0(k) < −r such that the agent (i) forgoes all
sampling for νA0 ≥ −r, (ii) samples partially for νA0 ∈ [ν0(k),−r], and (iii) samples
the single-agent sample for νA0 ≤ ν0(k).

3. Let r < 0. There exists a unique ν̄0(k) > −r such that the agent (i) forgoes all
sampling for νA0 ≤ −r, (ii) samples partially for νA0 ∈ [−r, ν̄0(k)], and (iii) samples
the single-agent sample for νA0 ≥ ν̄0(k).

4. ν0(k) is decreasing in k and ν̄0(k) is increasing in k.

The proof relies on the observation that due to negative correlation of posteriors and
opposite priors the agent’s payoff is single-peaked in ψ. Players are in ex-ante agreement
only in the intermediate region νA0 ∈ [−r, r], in which no informative sampling is optimal.
Agent responds differently to extreme disagreement depending on whether he is inclined
towards adoption: for νA0 very high he forgoes all sampling, whereas for νA0 very small he
prefers to draw the common single-player optimum. For moderate disagreement the agent
resorts to partial sampling by aiming for a posterior variance strictly between zero and the
posterior variance of the single-player sample. Due to the richness of the attribute space,
there exists a sample of attributes that generates any such posterior variance.

4.4 General attribute weights and outside options

We first characterize the solution for cases in which at least one of the players is ex-ante
indifferent between adoption and rejection. In such cases, the dominant concern for the
agent is to influence the accuracy of adoption: he either cannot influence the frequency
of adoption (when principal is indifferent) or is not interested in doing so (when agent
is indifferent). The probability of adoption by an indifferent principal is exactly 1/2 for
any sample choice – so sampling cannot alter the adoption frequency. On the other hand,
an indifferent agent is agnostic on whether the principal should be adopting more or less
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frequently: the adoption frequency term thus drops out of his objective. In either case, the
optimal sample correlates positively the players’ posteriors.23

Lemma 4.5 (Ex-ante indifferent players).

(i) (Indifferent principal) For νP0 = rP , any optimal sample attains the highest α2(a)

among all feasible samples. In particular, the optimal sample does not depend on
(νA0 , rA).

(ii) (Indifferent agent) For νA0 = rA, any optimal sample a∗ is such that for any other
suboptimal sample a ∈ Ak, αn(a

∗) > αn(a) for at least some n ∈ {1, 2}.

(iii) If νi0 = ri for at least some i ∈ {A,P}, the optimal sample a∗ is such that ρ(a∗) ≥ 0.

According to lemma 4.5(ii), there is no feasible sample that would score higher in both
sufficient statistics relative to the optimal sample when the agent is indifferent. In this sense,
the optimal sample strikes a compromise between its informativeness for the principal and
its adjusted informativeness for the agent. Next we seek to understand the extent to which
the optimal sample continues to be a compromise when the agent is no longer indifferent
between adoption decisions. Remember that a sample is controversial if it induces negative
correlation on the players’ posterior values.

Proposition 4.6 (Influence via a controversial sample).

(i) A sample that induces negative correlation among posteriors is optimal only if the
players are in ex-ante disagreement.

(ii) With ex-ante disagreement, agent forgoes sampling only if all feasible samples induce
large negative correlation among players’ posteriors.

(iii) With ex-ante disagreement, there cannot exist another sample ã ∈ Ak such that
ρ(ã) > 0 and it dominates an optimal sample a∗ in both sufficient statistics, i.e.
α1(ã) ≥ α1(a

∗) and α2(ã) ≥ α2(a
∗) with at least one inequality being strict.

Taken together, parts (i) and (iii) of proposition 4.6 assert that a controversial sample, if
ever optimally sought, it is sought in cases of (i) ex-ante disagreement and (ii) such that no
positive-correlation samples are sufficiently informative for the principal. If players are in
ex-ante agreement, the agent would rather rely on the principal’s ex-ante preferred decision
and forgo all sampling than draw a controversial sample – the adoption accuracy term for

23The argument for the case of νP0 = rP relies on the indifferent principal mixing equally between adoption
and rejection. If, say, νA0 > rP but the indifferent principal rejects in the absence of any sampling, the agent
might be better off drawing a sample that induces some (small) negative correlation among posteriors than
not sampling at all.
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which is strictly negative. On the other hand, in cases of ex-ante disagreement sampling is
never forgone entirely by the agent for as long as at least one sample that induces strictly
positive correlation on the agents’ posteriors is available. Such a sample has the potential
to switch the principal’s mind by moving posteriors in the same direction. Moreover, under
ex-ante disagreement any optimal sample is a compromise: there does not exist another
feasible sample that attains higher informativeness for both players.

Yet, the optimal sample need not be a compromise under ex-ante agreement. Intuitively,
when in ex-ante disagreement the agent seeks to induce as much variance as he can in the
principal’s posterior in order to increase the probability of the posterior being of opposite
sign to her prior. But when in ex-ante agreement, more variance in the principal’s posterior
is not necessarily preferred by the agent, as it might move the principal’s posterior towards
the “wrong” adoption decision. Theorem 4.7 establishes that the optimal sample can be
improved in both sufficient statistics if the principal is sufficiently more skeptic than the
agent about the desirability of the commonly ex-ante preferred adoption decision. In such
cases, the agent is more concerned about influencing the adoption frequency than its ac-
curacy. If |νA0 | is sufficiently high, agent forgoes all informative sampling: this is the most
extreme version of information suppression.

Theorem 4.7 (Suppression of informativeness for both players). Suppose players are in
ex-ante agreement. For a sufficiently indifferent principal (i.e. |νP0 − rP | sufficiently close
to zero) and a sufficiently partisan agent (i.e. |νA0 − rA| sufficiently far from zero), any
optimal sample is dominated in both sufficient statistics.

4.4.1 Two examples

The following two examples illustrate the results of section 4.4. The first one revisits the
site selection problem of section 3.3 so as to explore how an agent interested in the average
outcome across all affected sites exerts influence over a principal exclusively interested in the
outcome of a particular site. The second example explores the consequences of overlapping
interest in attributes among players.

Both examples focus on k = 1. Because any singleton sample correlates the players’ pos-
teriors perfectly, its sufficient statistics pair simplifies to (α1(a), α2(a)) = (ψP (a),±ψA(a)) .

Moreover, we focus on positive weights for all attributes and positive covariance functions,
i.e. ωi(a) ≥ 0 for any i ∈ {A,P}, a ∈ A, and σ(a, a′) ≥ 0 for any a, a′ ∈ A. Taken together,
these imply that any feasible sample is described by the pair of posterior variances.
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4.4.2 Narrow-minded principal vs. broad-minded agent

As in section 3.3, let site outcomes be correlated according to covariance σou. The principal
is interested in site aP ∈ [0, 1] only, whereas the agent weighs all site outcomes equally:

ωA(a) = 1 ∀a ∈ [0, 1], ωP (a) =

1 for a = aP

0 for a ̸= aP .
.

Naturally, νP0 = µ(aP ) corresponds to the expected outcome in site aP , whereas νA0 to the
ex-ante average outcome across all sites. Correspondingly, the single-agent sample consists
of the median site a∗A = 1/2 whereas the single-principal one of a∗P = aP . Figure 10a depicts
the single-player samples and sufficient statistics pair for each feasible sample: of particular
interest is the case of aP = 1/2 for which both players sample the median site in their
single-player benchmarks. Without loss, we let aP ≥ 1/2 and rA = rP = 0.

(a) The plot depicts (α1, α2) for each fea-
sible sample a ∈ [0, 1], for aP = 4/5 (α1 in
solid red) and aP = 1/2 (α1 in dashed red).
The blue and red dots show single-player
samples.

(b) The yellow graph plots the optimal sam-
ple a∗ as a function of νP0 , given ℓ = 1/2,
νA0 = 1/2, aP = 4/5, rA = rP = 0. The
blue and green dashed lines depict a∗A = 1/2
and a∗P = 4/5 respectively.

Figure 10: Distortions in site selection

Compromise in site selection: Our first observation is that if the principal is ex-ante
indifferent the agent samples his most informative site a∗A = 1/2, whereas if the agent is
the ex-ante indifferent player the optimal site is in [1/2, aP ]. The latter is an interval of
compromise sites: a slight modification of a site within this interval cannot attain a more
informative site for one player without strictly decreasing informativeness for the other.
Moreover, when νA0 = rA the optimal site is monotonic in |νP0 |: the more the principal leans
initially towards a decision, the higher the variance that the agent induces in the principal’s
posterior through his choice of site. That is, the agent attempts to sow doubt in the mind
of a partisan principal. For νA0 = 0 and |νP0 | sufficiently high, a∗ = aP (Proposition C.1).24

24By continuity of the optimal sample, a∗ = aP even as |νA0 | > 0 but |νA0 |/|νP0 | is sufficiently close to zero.
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If players are in ex-ante disagreement, the optimal site continues to be a compromise
(Corollary C.2). All else fixed, the payoff of the agent is increasing in the principal’s
posterior variance: higher variance in the principal’s posterior increases the likelihood that
her adoption decision coincides with the agent’s ex-ante preferred decision. Therefore, the
agent unequivocally prefers higher ψP for as long as this implies higher ψA as well. The
exact tradeoff between ψP and ψA is determined by the relative magnitude of the players’
priors.

Optimal selection of peripheral sites: The possibility of an optimal site that is not
a compromise (i.e. a∗ /∈ [1/2, aP ]) arises if the players agree on the ex-ante preferred
decision. Figure 10b plots the unique optimal site as a function of the principal’s prior. For
|νP0 | sufficiently close to zero, the optimum shifts monotonically to the left away from the
median site and aP . As νP0 increases further, it shifts back to the right into the compromise
interval. For sufficiently high |νP0 |, the optimal site is a∗ = aP . Proposition C.3 establishes
that this pattern of optimal site selection is robust beyond the numerical illustration.

The takeaway from figure 10b is that for νP0 sufficiently small compared to νA0 , the
agent samples a site that is less informative than the median site for both players. If the
agent is more strongly in favor of adoption, he would like the principal’s slight pro-adoption
bias to persist even after sampling, hence he optimally curtails variance in the principal’s
posterior. This manifests itself in the pilot site being located at an even greater distance
from the principal’s preferred site than the median one.

Higher correlation, smaller distortions. For aP = 1/2 and |νP0 | sufficiently small
relative to |νA0 |, there are two optimal sites symmetric around the median site (Figure 11).
This multiplicity is due to the symmetry of the Ornstein-Uhlenbeck process. Fixing νA0 ,
the distance of the optimal site from the median one is single peaked in |νP0 |. For |νP0 |
sufficiently large, the median site is the unique optimal site. Figure 11 illustrates that as ℓ
increases, distance |a∗ − 1/2| is (weakly) smaller for any νP0 . That is, distortion is largest
for weakly correlated site outcomes, in which case f(aP ) is only weakly correlated with the
agent’s value. For sufficiently independent outcomes, the most extreme sites a ∈ {0, 1} will
be sampled for an interval of νP0 . The distortion vanishes as site outcomes become perfectly
correlated.

4.4.3 Overlapping interests in attributes

Attributes in the covariance structure σou are ex ante equally uncertain. The following ex-
ample exploits the Brownian covariance σbr(a, a′) = min(a, a′) to look instead at attributes
of varying uncertainty. In this case, information suppression takes the form of sampling
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(a) ℓ = 1/10 (b) ℓ = 1/5 (c) ℓ = 1/2

Figure 11: Optimal sample for aP = a∗A = 1/2, νA0 = 1/2, rA = rP = 0, and varying ℓ.

an attribute that is either more uncertain than all attributes of interest to players (over-
shooting) or less uncertain than both (undershooting). Both are manifestations of the same
distortion. Which arises depends on whether the agent is the player interested in the less
certain interval of attributes and the mass of attributes each player is interested in.

For i ∈ {A,P},

ωi(a) =

1 if a ∈ [ai, āi]

0 otherwise

where there is partial overlap of interests i.e., ai < a−i < āi < ā−i. That is, attributes in
[a−i, āi] are common, whereas [ai, a−i] and [āi, ā−i] are individual attributes for i and −i
respectively. The smallest and largest attribute of interest to player i are less uncertain
than those of player −i. As in the first example, let rA = rP = 0.

Lemma 4.8. For each player i, the single-player sample is given by

a∗i =
1

3

(
āi +

√
3ai

2 + ā2i

)
.

It is strictly interior a∗i ∈ (ai, āi), and strictly increasing in ai and āi.

Figure 12a illustrates the pair of sufficient statistics for each feasible sample and the
corresponding single-player samples. Information suppression has a number of striking
implications in this setup.
Distorting away from common attributes.25 If the interval of common attributes is
sufficiently large relative to individual attributes, both single-player optima are common
attributes. Yet, the optimal attribute might not be a common attribute: when players
are in ex ante agreement but the principal is much more skeptical, the agent distorts the
sample away from the overlap and toward his individual attributes in order to reduce ψP . A

25When players lean towards different adoption decisions ex ante but the magnitudes of their priors are
comparable, the optimal sample is a common attribute even when each single-player sample is of individual
interest only.
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(b) Undershooting: νA0 = 1/5

Figure 12: Both single-player samples (depicted in blue/red dots) consist of common attributes. [aA, āA] =
[0.1, 0.6] and [aP , āP ] = [0.4, 0.7]. Single-player samples: a∗A ≈ 0.408,, a∗P ≈ 0.562.

necessary condition for such distortion is that both players are in ex-ante agreement about
the adoption decision. Figure 12b plots the optimal sample, which is strictly below the
common-attribute region [0.4, 0.6] for intermediate values of νP0 in the plot. Note that it is
critical that a∗A be sufficiently close to the boundary of the common-attribute interval for
the optimal sample to digress out of this interval.

Undershooting and overshooting single-player samples. In Figure 12b, the optimal
sample undershoots both single-player attributes. Because the variance of attribute real-
izations equals the distance from the zero attribute, information suppression results in an
optimal sample that is less uncertain than both a∗A and a∗P . Yet, this observation is closely
tied to the fact that the agent’s interval of interest is to the left of the principal’s. If it were
to the right, the possibility of overshooting arises. Figure 13 plots an example in which
the optimal sample is to the right – and hence its realization is ex-ante more uncertain –
than both single-player samples. Overshooting and undershooting are manifestations of the
same incentives that the agent has to suppress information.
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Figure 13: Overshooting: [aA, āA] = [0.2, 0.7] and [aP , āP ] = [0.1, 0.5], νA0 = 1/10.
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5 Discussion

The novel framework put forth in this paper can be further developed in fruitful directions.
We discuss a few such directions below.
Partial adoption. In the attribute problem, adoption of the project entails that the agent
incurs all attribute realizations: he cannot pick and choose among attributes. A natural
relaxation of this decision problem is one in which the agent flexibly chooses the subset
of attributes in the adopted project. That is, he includes an attribute if and only if its
marginal contribution in the ex-post value from the project is positive. For instance, the
policymaker might have the public support to roll out the program only in target sites
for which the evidence from the pilot results is promising. How does the agent optimally
sample attributes if this is the subsequent decision problem that he faces? This alternative
problem shares features with the A/B testing problem in Azevedo et al. (2018), with the
important qualification of a large mass of correlated attributes.
Attributes as local knowledge. In our framework, the agent has full authority to start
pilots in sites of his own choice. An alternative setup would suggest that each target site
can run its own pilot study so as to influence the decision of a social planner (e.g. federal
government). In turn, the planner has the authority to adopt the policy at large scale once
sufficient evidence of its overall success is generated. That is, each “attribute’’ is endowed
with the agency to sample its own realization. The question of how gradual discovery of
site outcomes unfolds across sites is of particular interest.
Scheduling inspections. A special case of our setup is that of one-dimensional sampling,
in which A = [0, 1] is reinterpreted as the lifespan of a (single) pilot program. By the end
of the program the agent decides whether to adopt it on a permanent basis. The entire
performance path of the program is payoff-relevant, whereas ω captures the intrinsic interest
that the agent has on different stages of the program. Crucially he can only inspect progress
at finitely many points in time – from left to right. Per section 3, observed progress does
not affect the optimal timing of future inspections. With a Brownian covariance, a myopic
agent who schedules inspections one at a time starts inspecting too late and crams them
towards the end of the program horizon (Figure 14).

Figure 14: Scheduling inspections: Brownian covariance with a0 = 0

Richer covariance structures. A natural extension is to flesh out the full implications
of the characterization in 3 for covariance functions beyond the Brownian motion and the
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Ornstein-Uhlenbeck process. Of particular interest is the d-dimensional Brownian sheet,
which might be a natural choice for analyzing site selection in a context in which sites are
described by d-dimensional observable characteristics: i.e. for a = (ai)

d
i=1, a′ = (a′i)

d
i=1

σBr-sheet(a, a
′) =

d∏
i=1

min(ai, a
′
i).

Another exciting possibility is the further study of non-Markov covariances, which allow for
non-local patterns of interpolation. The squared-exponential covariance is a non-Markov
distance-based covariance that has recently attracted the attention of economists (Ilut and
Vlachev (2017)): for a, a′ ∈ [0, 1],

σsq − exp(a, a′) = e−|a−a′|2/ℓ2 .
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A Preliminaries

A.1 Sample path continuity of Gaussian processes
Definition A.1. The covariance function σ(a, a′) is symmetric if σ(a, a′) = σ(a′, a) for any (a, a′) ∈
A2. It is positive definite if for any f ∈ L2(A),∫

A
σ(a, a′)f(a)f(a′) da da′ > 0.

Proposition A.1. Let A = [0, 1]d, d ≥ 1 and f is a zero-mean Gaussian process with covariance σ.
If there exist β,K > 0 such that

σ(a, a) + σ(a′, a′)− 2σ(a, a′) ≤ K|a− a′|d+β , ∀a, a′ ∈ A

then f has a modification on A that is sample-path continuous.

Proof. By Kolmorogov’s Continuity Theorem, such a continuous modification exists if there exist
α, β,K > 0 so that

E[|f(a)− f(a′)|α] ≤ K|a− a′|d+β , ∀a, a′ ∈ A.

Letting α = 2 and using the fact that µ(a) = 0 for any a ∈ A, the LHS becomes

E[|f(a)− f(a′)|2] = E[f(a)2] + E[f(a′)2]− 2E[f(a)f(a′)]

= σ(a, a) + σ(a′, a′)− 2σ(a, a′).

A.2 Proofs for section 2.2
Proof for lemma 2.1.
(i) The joint distribution is given by(

f(â)

f(a)

)
∼ N

((
µ(â)

µ(a)

)
,

(
σ(â, â) Σ(â,a)

Σ(â,a) Σ(a)

))

where Σ(â,a) =
(
σ(a1, â) . . . σ(an, â)

)⊤
and Σ(a) is the sample covariance matrix. The condi-

tional Gaussian distribution is

E[f(â) | a, f(a)] = µ(â) + Σ(â,a)Σ(a)−1 (f(a)− µ(a)) .

(ii) We use the fact that for any non-singular n× n matrix M , the (i, j)th entry of M−1 is

(M−1)i,j =
(−1)i+j det(M−i,−j)

det(M)
=

Cij
det(M)
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where M−i,−j is the matrix resulting from removing row i and column j from M and Cij is the
cofactor of mij in M . Letting Cij denote the cofactors of Σ(a), we have

(Σ(a))
−1
ij =

Cij
det(Σ(a))

.

Note that τi(aj) det(Σ(a)) = σ(a1, aj)C1i+σ(a2, aj)C2i+ . . .+σ(an, aj)Cni. If i = j, RHS is just the
cofactor expansion of det(Σ(a)) along the ith row (or column) in Σ(a). RHS equals det(Σ(a)), and
hence τi(ai) = 1. Suppose now that i ̸= j, and construct Σ̃(a) in which the jth row is replaced by
the ith row. This new matrix has two identical rows, hence it is not invertible, i.e. its determinant
is zero. Let C̃ij denote its cofactor with respect to its (i, j)th entry. Its cofactor expansion with
respect to the jth row gives:

σ(a1, ai)C̃j1 + σ(a2, ai)C̃j2 + . . . σ(an, ai)C̃jn = det(Σ̃(a)) = 0.

But Σ(a) and Σ̃(a) only differ by the jth row, so Cjk = C̃jk for any k = 1, . . . , n. Hence, τj(ai) = 0

because
σ(a1, ai)Cj1 + σ(a2, ai)Cj2 + . . . σ(an, ai)Cjn = 0.

Proof for lemma 2.2. First, let µ(a) = 0 for all a ∈ A. Applying the expression for E[f(a) | a, f(a)]
from lemma 2.1, we obtain

νi(a, f(a)) = E[vi | a, f(a)]

=

∫
A
E[f(a) | a, f(a)] dωi(a)

=

∫
A
(τ1(a;a)f(a1) + . . . τn(a;a)f(an)) dωi(a)

=

n∑
j=1

f(aj)

(∫
A
τj(a;a) dωi(a)

)
.

Because νi(a, y(a))− νi0 and f(aj)− µ(aj) ∀j are centered at zero, it follows that for any non-zero
mean µ

νi(a, y(a))− νi0 =

n∑
j=1

(∫
A
τj(a;a) dωi(a)

)
(f(aj)− µ(aj)).

B Proofs for section 3

B.1 Proofs for section 3.1
Proof for theorem 3.1.
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(i) Suppose the single-agent sample a∗ consists of m < k distinct attributes. Consider an-
other sample ak−m such that: (a) for any a ∈ ak−m, a /∈ a∗ and (b) for some a ∈ ak−m,
cov(f(a), vi) ̸= 0. By the continuity of σ, it is always possible to find such ak−m. Let a∗∪ak−m
be the composite sample. Because cov (f(ak−m), vi) ̸= 0, it follows that ψ2(a∗ ∪ ak−m) >

ψ2(a∗). This contradicts the optimality of a∗.

(ii) Fix a k-sample a. Given (a, f(a)), lemma 2.2 provides the expression for posterior ν(a, f(a)).
Prior to observing f(a), the distribution of ν(a, f(a)) is Gaussian with (i) posterior mean
E(ν(a, f(a))) = νi0 as E(f(aj)) = µ(aj) ∀aj ∈ a, and (ii) posterior variance

ψ2(a) := var (ν(a, f(a)))

= cov

 k∑
j=1

τj(a) (f(aj)− µ(aj)) ,

k∑
m=1

τm(a) (f(am)− µ(am))


=

k∑
j=1

τj(a)

(
k∑

m=1

τm(a)cov (f(aj)− µ(aj), f(am)− µ(am))

)

=

k∑
j=1

τj(a)

(
k∑

m=1

τm(a)σ(aj , am)

)
.

The agent adopts if and only if ν(a, f(a)) ≥ r. His value from sampling a is

V (a) = Pr(ν(a, f(a))) ≥ r)E(ν(a, f(a))) | ν(a, f(a))) ≥ r) + rPr(ν(a, f(a))) < r)

= Φ

(
ν0 − r

ψ(a)

)ν0 + ψ(a)
ϕ
(
r−ν0
ψ(a)

)
Φ
(
ν0−r
ψ(a)

)
+ r

(
1− Φ

(
ν0 − r

ψ(a)

))

= r + (ν0 − r)Φ

(
ν0 − r

ψ(a)

)
+ ψ(a)ϕ

(
ν0 − r

ψ(a)

)
.

Sample a enters V (a) only through ψ(a), and V (a) is strictly increasing in ψ(a) for any ν0, r.
Therefore, any single-agent sample maximizes ψ(a) and hence ψ2(a)).

(iii) By part (ii), ψ(a) is independent of µ and V (a) is increasing in ψ(a) for any (ν0 − r). Hence,
any single-agent sample does not depend on µ, ν0 and r.

Proof for Proposition 3.2. Consider sequential sampling inm ≥ 1 batches of respective sizes (q1, . . . , qm)

where q1 + . . . + qm = k. First, note that the posterior variance attained by an optimal sequential
sample is at least as high as that of an optimal simultaneous sample. Fix an optimal sequential sam-
ple a = (a1, . . . ,am) where aj = (a1j , . . . , a

qj
j ). Let νj denote the posterior after aj := (a1, . . . ,aj)

have been sampled.

Claim 1. For any j ∈ {1, . . . ,m}, (aj+1, . . . ,am) is independent of the sequence of posteriors
ν1, . . . , νj.
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Proof. The proof proceeds by induction. First, let j = m − 1. Similarly to theorem 3.1(ii), agent
chooses am so as to maximize

V (am) = r + (νm−1 − r)Φ

(
νm−1 − r

ψ(am)

)
+ ψ(am)ϕ

(
(νm−1 − r

ψ(am)

)
So, given am−1 the optimal continuation sample am is independent of νm−1 and therefore of f(am−1).
Next, suppose that for some j < m− 1, the sequence of optimal continuation samples aj+1, . . . ,am

depends on aj but not on f(aj). Consider now the choice of aj . For any aj , there exists optimal
continuation subsamples aj+1(aj), . . . ,am(aj) that –by the inductive step – do not depend on f(aj).
With some abuse of notation, let the posterior variance attained by aj ∪aj ∪aj+1(aj)∪ . . .∪am(aj)

be denoted by ψ(aj). The agent chooses aj so as to maximize

V (am) = r + (νj−1 − r)Φ

(
νj−1 − r

ψ(aj)

)
+ ψ(aj)ϕ

(
(νj−1 − r

ψ(aj)

)
.

Hence, aj is chosen so as to maximize ψ(aj).

By claim 1, any optimal sequential sample can be implemented under simultaneous sampling:
sequential sampling cannot attain a strictly higher posterior variance.

B.1.1 Observational noise

Fix a k-sample a and noisy observations y(a) = f(a) + ϵ(a) where ϵ(a) ∼ N (m(a), η2(a)).

Corollary B.1. The set of single-agent samples does not depend on m(·). Moreover it is the same
for both simultaneous and sequential sampling.

Proof for corollary B.1. Fix a k-sample a. The observations are distributed according to


y(a1)

...
y(ak)

 = N



µ(a1)

...
µ(ak)

 ,


σ(a1, a1) + η2(a1) σ(a1, a2) . . . σ(a1, ak)

σ(a1, a2) σ(a2, a2) + η2(a2) . . . . . .
...

... . . . ...
σ(a1, ak) σ(a2, ak) . . . σ(ak, ak) + η2(ak)


 .

Following lemma 2.1, τj(â;a) is now the (1, j)th entry of matrix

(
σ(a1, â) . . . σ(ak, â)

)

σ(a1, a1) + η2(a1) σ(a1, a2) . . . σ(a1, ak)

σ(a1, a2) σ(a2, a2) + η2(a2) . . . . . .
...

... . . . ...
σ(a1, ak) σ(a2, ak) . . . σ(ak, ak) + η2(ak)

 .

The posterior variance is as in (7), where τj(a) is derived from the modified τj(â;a) above. By
reasoning similar to that of theorem 3.1(iii), m does not enter the posterior variance and hence the
single-agent sample.
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Example B.1. Let k = 1 and the mapping be a Brownian path: σ(a, a′) = min(a, a′) for a, a′ ∈ [0, 1].
Moreover, let ω(a) = 1 for all a ∈ [0, 1]. Observations are of the form y(a) = f(a) + ϵ, where
ϵ ∼ N (0, η2). For any sample, the posterior variance is decreasing in noise η2. The optimal sample
a∗(η) is pinned down by a∗(3a∗ − 2)− 4(1− a∗)η2 = 0. From the main analysis, a∗(0) = 2/3. So by
implicit differentiation η2:

∂a∗(η)

∂η
=

4η(1− a∗)

3a∗ + 2η2 − 1
> 0 for a∗ ∈ (1/3, 1), η > 0.

The higher η2 is, the further the optimal sample is from a = 0.

B.2 Proofs for section 3.3
Lemma B.2 (Nearest-neighbor non-linear interpolation). Fix sample a = (a1, . . . , an). For a ∈
(0, a1), τ1(a,a) = e−(a1−a)/ℓ and τj(a,a) = 0 for j ≥ 2. For a ∈ (an, 1), τn(a,a) = e−(a−an)/ℓ and
τj(a,a) = 0 for j ≤ n− 1. For a ∈ (aj , aj+1) where j = 1, . . . , n− 1:

τk(a,a) =


csch

(
aj+1−aj

ℓ

)
sinh

(
aj+1−a

ℓ

)
if k = j

csch
(
aj+1−aj

ℓ

)
sinh

(
a−aj
ℓ

)
if k = j + 1

0 if k ̸= j, j + 1.

(11)

Moreover, interpolation between f(aj) and f(aj+1) is non-linear.

Proof for lemma B.2. Let p(a) := ea/ℓ and q(a) := e−a/ℓ. The OU covariance can be decomposed
as

σ(a, a′) = p(a)q(a′)1[a ≤ a′] + p(a′)q(a)1[a′ < a].

By theorem 3 in Ding and Zhang (2018), Σ(a) is invertible for any a because (1) p(a)q(a′) −
p(a′)q(a) < 0 for a < a′ and (2) p(a)q(a′) > 0 for any a, a′ ∈ [0, 1]. By theorem 1 in Ding and
Zhang (2018), Σ−1(a) is symmetric tridiagonal. Applying theorem 2 and letting dj := aj+1 − aj ,
the diagonal entries of Σ−1(a) are

pjj :=
(
Σ−1(a)

)
j,j

=


ed1/ℓ

2 sinh(d1/ℓ)
if j = 1

1
2 (coth(di−1/ℓ) + coth(di/ℓ)) if 2 ≤ j ≤ n− 1

edn−1/ℓ

2 sinh(dn−1/ℓ)
if j = n

and its off-diagonal entries are:

pi−1,1 :=
(
Σ−1(a)

)
i−1,i

=
−1

2 sinh(di−1/ℓ)
.

The tridiagonal nature of the precision matrix simplifies the expression for τk(a,a) to

τk(a,a) = σ(a, ak)pkk + σ(a, ak−1)pk−1,k + σ(a, ak+1)pk,k+1.
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Replacing σ(a, a′) = e−|a−a′|/ℓ and the expressions for pij , straightforward algebra yields the ex-
pressions in 11.

Note that for any a ∈ (aj , aj+1), τj(a,a) + τj+1(a,a) < 1. If interpolation were linear, the
coefficients would be τj(a,a) = (aj+1 − a)/(aj+1 − aj) and τj(a,a) = (a− aj)/(aj+1 − aj), which is
not the case here.

Proof for lemma 3.5. Let a0 = 0 and an+1 = 1. For any aj ,

τj(a) =

∫ aj

aj−1

τj(a,a) da+

∫ aj+1

aj

τj(a,a) da, (12)

where τj(a,a) is derived in lemma B.2. Substituting (11) in (12) gives the result.

Proof for lemma 3.6. The density of the jth-order statistic out of a sample of n iid observations
from a continuous cdf F (and density f) is:

fj(a) =
n!

(n− j)!(j − 1)!
F j−1(a)(1− F (a))n−jf(a).

For the uniform distribution with F (a) = a and f(a) = 1, this simplifies to

fj(a) =
n!

(n− j)!(j − 1)!
aj−1(1− a)n−j =

Γ(n+ 1)

Γ(j)Γ(n+ 1− j)
aj−1(1− a)(n+1−j)−1

which is the pdf of a Beta distribution with parameters (j, n + 1 − j). The mean of such a Beta
distribution is j/(n+ 1− j + j) = j/(n+ 1).

Proof for proposition 3.7.
(i) We first show that a∗ is symmetric around 1/2 and is summarized by a∗1 only. First, note that
a∗ is interior, i.e. a∗1 > 0 and a∗k < 1. Suppose by contradiction that a∗1 = 0 and a∗k < 1. It is
straightforward that τ1(a∗) < τ2(a

∗) from lemma 3.5. Consider a modification of the sample so
that ã1 = 0, ãj = a∗j + δ for all j ≥ 2 for δ small enough. From lemma 3.5, τ1(a∗) decreases and
τ2(a

∗) increases by the same amount, while τj(a∗) for j ≥ 3 stays the same. The posterior variance
increases as a result, which contradicts the optimality of a∗. An identical argument can be made for
a∗k = 1 and a∗1 > 0. If a∗1 = 0 and a∗k = 1, we modify the sample to ã1 = ϵ1, ãk = ϵ2, and ãj = a∗j ,
where both ϵ1, ϵ2 > 0 are very small and the relative size of the two chosen so that the posterior
variance increases as a result.

Claim 2. In any single-agent sample, τ1(a∗) = τ2(a
∗) = . . . = τk(a

∗). Moreover, a∗j+1 − a∗j is
constant for any j = 1, . . . , k − 1.

Proof. Let τj(a∗) := τ∗j and dj := a∗j+1 − a∗j . Let

A1 := 2τ∗2 e
−d1/ℓ + . . .+ τ∗k−1e

−(d1+d2+...+dk−1)/ℓ,

Ak := 2τ∗k−1e
−dk−1/ℓ + . . .+ τ∗2 e

−(d1+d2+...+dk−1)/ℓ.
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If A1 < Ak modify a∗ into a new sample ã so that: a∗1 = ã1, a
∗
k = ãk, and d̃k−j = dj for any

j = 1, . . . , k − 1. Per this modification, τ̃j := τj(ã) = τk−j(a
∗) for any j = 2, . . . , k − 1. If A1 ≥ Ak,

let ã = a∗. Next, suppose that τ̃1 ≥ τ̃k. Shift all attributes in ã to the right, so that ã1 increases,
ãk increases by the same amount, τ̃1 increases by ϵ > 0 very small, and τ̃k decreases by the same
amount (τ̃1 and τ̃k change by the exact same amount because of the functional form in lemma 3.5).
The change in posterior variance ∆ due to this modification is equal to

∆ = ϵ(τ̃1 − τ̃k)(2− e−(d1+d2+...+dk−1)/ℓ) + ϵ(A1 −Ak) + 2ϵ2(1− e−(d1+d2+...+dk−1)/ℓ) > 0

This is strictly positive because (i) τ̃1 ≥ τ̃k, (ii) A1 > Ak, (iii) (1 − e−(d1+d2+...+dk−1)/ℓ) > 0.
If τ̃1 < τ̃k, shift all attributes to the left so that τ̃k increases by ϵ and τ̃1 decreases by ϵ. Such
improvements of the posterior variance contradict the presupposed optimality of a∗ and are feasible
unless A1 = Ak and τ̃1 = τ̃k. Next, notice that A1 = Ak is equivalent to

τ2

(
e−d1/ℓ − e−(d1+d2+...+dk−1)/ℓ

)
+ . . .+ τk−1

(
e−(d1+d2+...+dk−1)/ℓ − e−dk−1/ℓ

)
= 0,

which holds if and only if d1 = . . . = dk−1. Hence, τ2 = . . . = τk.

Therefore, the single-agent sample is such that τj(a∗) = τi(a
∗) for any i, j = 1, . . . , n and

d1 = . . . = dk = d. This implies that a∗k = 1 − a∗1. The entire sample can be rewritten in terms of
a∗1, i.e.

a∗j = a∗1 + (j − 1)d∗ = a∗1 + (j − 1)
1− 2a∗1
n− 1

.

Therefore, a∗ is symmetric around 1/2.
(ii) From part (i), τ∗1 = τ∗2 , hence the optimal a∗1 solves

1− e−a
∗
1/ℓ = tanh

(
1− 2a∗1
2ℓ(n− 1)

)
.

LHS is strictly increasing in a∗1 and RHS is strictly decreasing in it. Moreover, at a∗1 = 0, LHS is
zero and RHS is strictly positive, whereas at a∗1 LHS is strictly positive and RHS is zero. Hence
a∗1 < 1/2 is unique. Moreover, by implicit differentiation and invoking the optimality of a∗1 < 1/2,

∂a∗1(ℓ)

∂ℓ
=

−1 + 2a∗1(ℓ)

2ℓ
< 0.

(iii) By Hôpital’s rule and the optimality condition for a∗1:

0 = lim
ℓ→+∞

1− e−a
∗
1/ℓ − tanh

(
1− 2a∗1
2ℓ(n− 1)

)
= lim
ℓ→+∞

−a
∗
1

ℓ2
e−a

∗
1/ℓ +

1− 2a∗1
2ℓ2(n− 1)

sech2

(
1− 2a∗1
2ℓ(n− 1)

)
.

But e−a∗1/ℓ → 1 and sech2
(

1−2a∗1
2ℓ(n−1)

)
→ 1, hence as ℓ→ +∞,

a∗1 =
1− 2a∗1
2(n− 1)

⇒ a∗1 → 1

2n
.
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From the standard trigonometric identity 1+tanh(x)
1−tanh(x) = e2x and the fact that a∗1 is chosen optimally,

we can rewrite

0 = lim
ℓ→0

(
1− e−a

∗
1/ℓ − tanh

(
1− 2a∗1
2ℓ(n− 1)

))
= lim
ℓ→0

(
2− e−a

∗
1/ℓ + 1− e−a

∗
1/ℓe(1−2a∗1)/(ℓ(n−1))

)
.

For RHS to be set to zero even as ℓ becomes very small, it must be that e−a∗1/ℓe(1−2a∗1)/(ℓ(n−1))

approaches one, or alternatively,

−a∗1
ℓ

+
1− 2a∗1
ℓ(n− 1)

=
1− a∗1(n+ 1)

ℓ(n− 1)
→ 0 ⇒ a∗1 → 1

n+ 1
.

B.3 Supplementary material for section 3.4: Sample centrality
This section develops a graph-theoretic approach to the attribute problem of section 2. The approach
relies on an infinite weighted graph with attributes as nodes, where the weight of any edge joining
two nodes equals the covariance of the corresponding pair of attributes. We introduce a measure
of centrality over finite subsets of nodes – referred to as sample centrality – and provide conditions
under which the single-agent sample attains the highest centrality in the graph. The key technical
idea behind sample centrality is the decomposition of the sample precision matrix in terms of walk
sums and path sums over sample nodes. Two formulations are presented to account for both walk-
summable and non-walk-summable graphs. Hence, sample centrality is well-defined for any positive
definite covariance function σ.

Section B.3.1 constructs the graph and defines useful objects in it. Section B.3.2 introduces sam-
ple centrality in walk-summable graphs and illustrates it through a simple finite-attribute example.
Section B.3.3 extends the formulation to non-walk-summable graphs. Section B.3.4 concludes by
contrasting sample centrality to related centrality concepts in the literature.

B.3.1 Graph construction and basic definitions

Graph. Without loss, attribute variances are normalized to σ(a, a) = 1 for all a ∈ A. Let G = (A, E)

be an undirected and infinite graph, where A := [0, 1]d, d ≥ 1 is the set of attribute-nodes (hereafter
referred to as nodes) and E is the set of weighted edges.26 The weight of an edge aa′ joining nodes
a, a′ ∈ A is given by eaa′ := σ(a, a′). Due to unit variances, an edge weight corresponds to the
correlation between the two nodes that it joins.27

Walks, paths, cycles. A walk w of length ℓ ≥ 0 is a sequence of nodes w = (a1, . . . , aℓ, aℓ+1) such
that each edge akak+1 ∈ E for k ∈ {1, . . . , ℓ}. A path π of length ℓ is a sequence of distinct nodes
π = (a1, . . . , aℓ+1) in A. A cycle γ of length ℓ is a sequence of nodes γ = (a1, . . . , aℓ+1) such that

26Covariance σ(a, a′) = 0 implies that no edge joins nodes a and a′. In particular, zero-variance attributes
correspond to isolated nodes. For ease of exposition, we disregard the presence of such attributes.

27The constructed G differs from a Gauss-Markov random field in that (i) it has uncountably many nodes
and (ii) its construction uses covariance σ rather than precision matrices (Rue and Held (2005)).
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σ(a; a0)
a a

0

: : : : : :

Figure 15: Two distinct attribute-nodes a, a′ ∈ A and the weighted edge joining them

a1 = aℓ+1 and nodes a1, a2 . . . , aℓ are distinct. Let κ(α) denote the weight of a walk/path/cycle α
of length ℓ(α), defined as the product of the weights of the edges it traverses:

κ(α) :=

ℓ(α)∏
k=1

σ(ak, ak+1), α ∈ {w, π, γ}.

A zero-length walk/path/cycle of the form α = (a1) has by definition κ(α) = 1.
Samples of nodes. For a sample of nodes a = (a1, . . . , an), let A(a) denote the adjacency matrix
for the subgraph consisting only of nodes a and edges joining any two nodes in a. Note that the
sample covariance matrix

Σ(a) = I +A(a),

where I is the n×n identity matrix. By the Neumann power series for matrix inversion, the precision
matrix for the sample can be written as:

Σ−1(a) = (I +A(a))
−1

=

∞∑
ℓ=0

(−1)ℓAℓ(a).

The power series in the right-hand side converges if and only if the spectral radius of matrix (−A(a)),
which we denote by ρ(−A(a)), is strictly less than one.28

The (i, j)
th entry of (−A(a))ℓ corresponds to the sum of weights of all ℓ-length walks from ai to

aj that go exclusively through sample nodes, i.e.

((−1)ℓAℓ(a))ij =
∑

w:ai
ℓ,a→aj

(−1)ℓκ(w)

where w : ai
ℓ,a→ aj denotes all walks of length ℓ from ai to aj that only visit nodes in a. We refer to

(ai
a→ aj) :=

∞∑
ℓ=0

∑
w:ai

ℓ,a→aj

(−1)ℓκ(w)

as the alternating walk sum from ai to aj through sample a.
The alternating walk sum need not always be well-defined, as it might be that the walk sum does

not converge to the same value for every possible summation order of the walks. In other words,
it might be that the subgraph corresponding to a is not walk-summable. Yet, whenever it is the

28The spectral radius of a matrix is given by the maximum absolute value of its eigenvalues. One can
easily identify positive definite matrices for which the spectral radius is greater than one.
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(i, j)
th entry in the precision matrix Σ−1(a) can be expressed as the sum of walks of any length

from ai ∈ a to aj ∈ a restricted to go through sample nodes only.
Random subgraph. The constructed graph G is based only on covariance σ. In particular, it does
not use attribute weights ω. In section B.3.2, we see that ω governs the realization of a random
subgraph

G̃ = (a ∪ a ∪ a′, Ea∪a∪a′),

where (i) nodes a, a′ are drawn according to density ω : A → [0, 1], (ii) a is a fixed sample, and (iii)
Ea∪a∪a′ is the set of edges linking nodes in a ∪ a ∪ a′. It is this random subgraph, rather than the
entire graph G, that is key to our analysis.

B.3.2 Walk-summable graph

We first define the walk-summability of G in increasing order of generality: with respect to a given
sample, with respect to all samples of a fixed size, and with respect to samples of any finite size. Our
definition of walk-summability is slightly different from others proposed in the literature – e.g. in
Malioutov, Johnson and Willsky (2006) – because we need to consider convergence of walk sums in
the subgraph of each feasible sample.29 Subsequently, lemma B.3 provides a necessary and sufficient
condition for the walk-summability of G.

Definition B.2 (Walk-summability of G).

(i) Fix a. Graph G is a-walk-summable if for any ai, aj ∈ a the alternating walk sum (ai
a→ aj)

converges to the same value for every possible summation order of walks.

(ii) For any n ∈ N, G is n-walk-summable iff it is a-walk-summable for any n-sample a.

(iii) G is walk-summable if it is n-walk-summable for any n ∈ N.

Lemma B.3. Graph G is a-walk-summable if and only if ρ(Ā(a)) < 1, where Ā(a)ij := |A(a)ij | for
any i, j.

Proof for lemma B.3. Fix a finite sample a and ai, aj ∈ a. The unordered sum∑
ℓ

∑
w:ai

ℓ,a→aj

(−1)ℓκ(w)

converges to the same value despite the order of summation if and only if it converges absolutely,
i.e. the sum of absolute terms ∑

w:ai
a→aj

|(−1)ℓκ(w)| =
∑

w:ai
a→aj

|κ(w)|

converges. The following lemma shows that absolute convergence is equivalent to convergence of∑
ℓ Ā

ℓ(a). In turn, convergence of
∑
ℓ Ā

ℓ(a) is equivalent to ρ(Ā(a)) < 1, which gives the desired
result.

29Another difference with Gaussian graphical models is that our analysis focuses on decomposing Σ−1(a)
instead of Σ(a) = P−1(a), where P (a) is the precision matrix of the sample.
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Lemma B.4.
∑
w:ai

a→aj
|κ(w)| converges if and only if

∑∞
ℓ=0 Ā

ℓ(a) converges.

Proof. (⇒): Since
∑
w:ai

a→aj
|κ(w)| converges, it also converges absolutely, so the order of summation

does not matter. Therefore, it can be rearranged into:∑
w:ai

a→aj

|κ(w)| =
∑
ℓ

∑
w:ai

a,ℓ→aj

|κ(w)| =
∑
ℓ

Āℓ(a).

Therefore the RHS converges.
(⇐): It is sufficient to show that

∑
w:ai

a→aj
|κ(w)| converges for a particular ordering of walks. But∑

ℓ Ā
ℓ(a) corresponds to one such ordering and it converges, hence by a similar argument to that

above,
∑
w:ai

a→aj
|κ(w)| converges as well.

Next, we unpack τj(a) in terms of walks in the graph. Remember that τj(a) is the weight given
to sample observation f(aj) for aj ∈ a in the agent’s posterior. We start with τj(a;a) for some
a ∈ A: the weight given to f(aj) in the expected value E[f(a) | a, f(a)]. Letting pij denote the
(i, j)th entry of Σ−1(a) and a ∈ A such that a ̸= aj :

τj(a;a) = σ(a, a1)p1j + . . .+ σ(a, an)pnj (13)
= σ(a, a1)(a1

a→ aj) + . . .+ σ(a, an)(an
a→ aj)

=
∑
ai∈a

σ(a, ai)(ai
a→ aj)

=
∑
ai∈a

σ(a, ai)

 ∞∑
ℓ=0

∑
w:ai

ℓ,a→aj

(−1)ℓκ(w)


=

∞∑
ℓ=1

∑
w:a

ℓ,a→aj

(−1)ℓ−1κ(w)

The last line corresponds to all walks from a ∈ A to aj ∈ a such that the walk traverses only nodes
in a from the second node and after. A walk of length ℓ has weight (−1)ℓ−1 rather than (−1)ℓ.

Lemma B.5 (Graph representation of τ(a)). Fix a = (a1, . . . , an). The weight τj(a) given to
observation f(aj) for j = 1, . . . , n corresponds to the expected alternating walk sum from node a

drawn randomly according to density ω : A → [0, 1] to node aj ∈ a such that in all walks from a to
aj all nodes except possibly the first one are in a.

Proof. By the definition of τj(a) and the expression for τj(a;a),

τj(a) =

∫
A
τj(a;a) dω(a) =

∫
A

 ∞∑
ℓ=1

∑
w:a

ℓ,a→aj

(−1)ℓ−1κ(w)

 dω(a) := −
∫
A
(a

a→ aj) dω(a)
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That is, fixing a sample a: (i) a random subgraph G′ := {a} ∪ a is drawn, (ii) we compute the
expected sum of walks from a to aj that only traverse sample nodes and obtain τj(a) as above.

Because the attribute space is infinite, if ω is continuous for any generic sample the randomly
drawn starting node a in lemma B.5 is almost surely not in a. Therefore, τj(a) quantifies the distance
in the graph from out-of-sample nodes to each node in sample a. Figure 16a depicts the construction
in lemma B.5. The attribute problem naturally demands a measure of centrality γ over subsets of
nodes rather than single nodes, that is

γ :
∪
k∈N

Ak → R.

The following definition proposes sample centrality: a measure of how strongly the given sample
connects any two randomly drawn out-of-sample nodes. Figure 16b illustrates the construction.

a

a1

a2

a3

: : :

(a) Construction in lemma B.5

a

a1

a2

a3

a
0

: : :

: : :

(b) Construction in definition B.3

Figure 16: Sample nodes a = (a1, a2, a3) are shown in yellow, and randomly drawn nodes a, a′ in grey.

Definition B.3 (Sample centrality). Suppose G is n-walk-summable and fix sample a ∈ An. The
sample centrality γ(a) of sample a is defined as the expected alternating walk sum from a random
first node a ∈ A to a random last node a′ ∈ A such that

(i) the ordered pair (a, a′) is drawn according to density f(a, a′) := ω(a)ω(a′);

(ii) in each such walk w = (w0, . . . , wℓ), w0 = a, wℓ = a′, and wj ∈ a for j = 1, . . . , ℓ− 1.

Theorem B.6 (Sample centrality of a single-agent sample).

(i) For any sample a for which G is a-walk-summable, its sample centrality is equal to the posterior
variance that the sample induces, i.e. γ(a) = ψ2(a).

(ii) Fix capacity k, and suppose G is k-walk-summable. Any single-agent sample attains the highest
sample centrality.

Proof for theorem B.6.
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(i) The posterior variance ψ2(a) can be rewritten as

ψ2(a) =
∑
ai∈a

∑
aj∈a

τi(a)τj(a)σ(ai, aj)

=
∑
ai∈a

∑
aj∈a

(
−
∫
A
(a′

a→ ai) dω(a
′)

)(
−
∫
A
(a′′

a→ aj) dω(a
′′)

)
σ(ai, aj)

=
∑
ai∈a

∑
aj∈a

Ea′
[
a′

a→ ai

]
σ(ai, aj)Ea′′

[
aj

a→ a′′
]

=

∫
A

∫
A

(
a′

a→ a′′
)
dω(a′) dω(a′′)

= E(a,a′)

[
a′

a→ a′′
]
= γ(a),

where the second equality follows from lemma B.5, the third uses the notation for expected
walk sums, the fourth takes the expectation over the first and last node of each walk in the
walk sum outside the summation, and the last line applies definition 3.

(ii) If G is k-walk-summable, then it is a-walk-summable for any k-sample a. Hence, by theorem
B.6(i) and theorem 3.1, any single-agent sample attains the highest sample centrality.

Remark B.1 (Finite A). A natural question is how sample centrality would simplify if the total
number of attribute-nodes is finite. If A is finite, the randomly drawn nodes a, a′ in definition B.3 are
(generically) sample nodes with positive probability. Our interpretation of τj(a) has to be modified
accordingly. Without loss, let A := {a1, . . . , aN} and consider sample a := (a1, a2). By an argument
similar to that of lemma B.5,

τ1(a) = ω(a1) + ω(a3)(a3
a→ a1) + . . .+ ω(aN )(aN

a→ a1)

= Pr(a1)(a1
ℓ=0→ a1) + Pr(a3)(a3

a→ a1) + . . .+ Pr(aN )(aN
a→ a1);

τ2(a) = ω(a2) + ω(a3)(a3
a→ a2) + . . .+ ω(aN )(aN

a→ a2)

= Pr(a2)(a2
ℓ=0→ a2) + Pr(a3)(a3

a→ a2) + . . .+ Pr(aN )(aN
a→ a2).

sample centrality is defined as in B.3, with the caveat that (i) if (a1, a1) or (a2, a2) is drawn, only the
zero-length walk of weight 1 is considered; (ii) if (a1, a2) or (a2, a1) is drawn, only the path π = (a1, a2)

(with κ(π) = σ(a1, a2)) or π = (a2, a1) (with κ(π) = σ(a2, a1)) is considered respectively.

B.3.3 Path-summability

If walk-summability fails for at least some feasible sample a, the sample precision matrix Σ−1(a) is
no longer interpretable in terms of walks traversing the subgraph of the sample as argued in section
B.3.1. This is problematic for the definition of sample centrality proposed in definition B.3. The
following example illustrates this for samples of size two.
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Example B.2 (Failure of walk-summability for small samples). Any G is 1-walk-summable but
not 2-walk-summable. Walk-summability for n = 1 is straightforward as for any a = (a1), only a
zero-length walk within a exists. For n = 2, the largest eigenvalue of Ā(a) for any a = (a1, a2) is
1 + |σ(a1, a2)| ≥ 1. Hence, ρ(a) ≥ 1 and by lemma B.3 walk-summability fails.

To circumvent this issue, we turn to an alternative interpretation of the precision matrix in
terms of path sums following results developed in Giscard et al. (2016). The path-sum formulation
is derived from a fundamental algebraic property of the set of all walks on a weighted graph: any walk
in this graph factorizes uniquely into products of paths and cycles (as defined in section B.3.1).30

The following lemma provides a recursive way of obtaining each entry in the sample’s precision
matrix in terms of finite alternating sums of paths and cycles. In the following construction, note
that each node in G is endowed with an additional self-loop of weight σ(a, a), normalized to unity
as above. For a given sample a, let Ga be the subgraph restricted to it, i.e. including only nodes in
a and edges joining any two nodes in a. Let Ga\S denote the subgraph of Ga after deleting nodes
in S ⊂ a and all adjacent edges. Let Σ−1(a) denote the precision matrix of a, and let ΠGa,aiaj and
ΓGa,aiaj denote respectively the set of all paths and cycles in Ga from ai to aj for i, j ≤ k. Let ℓ(·)
denote the length of a path/cycle. For any γ ∈ Γajaj , γ = (aj , γ2, . . . , γℓ(γ), aj), and for π ∈ Πaiaj
π = (ai, π2, . . . , πℓ(π), aj).

Lemma B.7 (Path-sum formulation, Giscard et al. (2016)). Fix sample a = (a1, . . . , ak) and let
Σ−1(a) be its positive definite precision matrix. The entries of the precision matrix Σ−1(a) are given
by the recursive summation over paths and cycles:

Σ−1
aiaj =

∑
π∈ΠGa,aiaj

(−1)ℓ(π)
ℓ(π)+1∏
m=1

{(
ΣGa\aj,π2,...,πm−1

)−1

πmπm

σ(πm, πm+1)

}
Σ−1
ajaj , (14)

Σ−1
ajaj =

 ∑
γ∈Γajaj

(−1)ℓ(γ)+1σ(aj , γℓ(γ))

ℓ(γ)∏
m=2

{(
ΣGa\aj,γ2,...,γm−1

)−1

γmγm
σ(γm, γm+1)

}−1

. (15)

Proof of lemma B.7. The result directly follows from theorem 2 in Giscard et al. (2016), by replacing
J with Σ(a).

Each summation in lemma B.7 has finitely many terms because there are only finitely many
paths and cycles in a finite graph Ga. Note the recursive structure of this formulation: the diagonal
terms of the precision matrix are obtained by repeatedly applying (15) and this recursion ends in
finite time. Hence, any diagonal term of the precision matrix is expressed in terms of products of
cycles in subgraphs of Ga. Equation (14) uses equation (15) to obtain the off-diagonal terms of the
sample precision matrix: they combine paths and cycles in subgraphs of Ga. It is worth noting that
this path formulation holds both when G is a-walk-summable and when it is not.

Example B.3. Following up on the observation made in example B.2, let k = 2 and consider
the sample subgraph in Figure 17. We compute the entries of the sample precision matrix using
equations (14) and (15). First, note that there are two cycles from a1 to itself: γ = (a1, a1) and

30This property holds for both walk-summable and non-walk summable graphs.
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σ(a1; a2)
a1 a2

σ(a1; a1) = 1 σ(a2; a2) = 1

Figure 17: The subgraph for sample a = (a1, a2).

γ′ = (a1, a2, a1). Therefore,

p11 =

(−1)2σ(a1, a1)︸ ︷︷ ︸
cycle γ

+(−1)3σ(a1, a2)
(
ΣGa\a1

)−1

22
σ(a2, a1)︸ ︷︷ ︸

cycle γ′


−1

=

(
σ(a1, a1)− σ(a1, a2)

2 1

σ(a2, a2)

)−1

=
σ(a2, a2)

σ(a1, a1)σ(a2, a2)− σ(a1, a2)2
=

1

1− σ(a1, a2)2
.

By similar reasoning, we obtain p22, which is also a combination of two cycles. Next, there is only
one path from a1 to a2: π = (a1, a2). Hence,

p12 = (−1)2
(
ΣGa\a1

)−1

22︸ ︷︷ ︸
self-loop γ′′=(a2,a2)

σ(a1, a2)p22 =
1

σ(a2, a2)
σ(a1, a2)

σ(a2, a2)

σ(a1, a1)σ(a2, a2)− σ(a1, a2)2

=
σ(a1, a2)

1− σ(a1, a2)2
.

That is, the sign-alternating path product (−1)2σ(a1, a2) is weighted by p22/σ(a2, a2).

Sample centrality redefined. The (i, j)th entry of the precision matrix for the sample is now
expressed as the alternating sum of the path products of the form (−1)ℓ(π)κ(π) for all paths π between
ai ∈ a and aj ∈ a, where each path is weighted as in (14). Therefore, τj(a) should be reinterpreted
as the expected alternating path sum from a randomly drawn a ∈ A to aj ∈ a, where all nodes in
the path from the second node and thereafter are sample nodes. Correspondingly, centrality ψ is
reinterpreted as the expected alternating path sum from a randomly drawn attribute-node a ∈ A to
another randomly drawn attribute a′ ∈ A.

B.3.4 Relation to other centrality measures

Sample centrality departs from most existing centrality measures in economics insofar as it is defined
over subsets of nodes rather than only single nodes. Notable exceptions outside economics are Everett
and Borgatti (1999) (who introduce knotty centrality) and Shanahan and Wildie (2012) (who extend
degree / closeness / betweenness centrality to group counterparts). Beyond this straightforward
departure, sample centrality is a striking amalgam of betweenness centrality and Katz-Bonacich
centrality. We discuss below its relation to each.

Relation to betweenness measures. Betweenness centrality captures the extent to which a
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certain node lies on the paths between any two other nodes. Although the original betweenness
measure took into account only geodesic (i.e. shortest) paths between any two nodes (Freeman
(1977)), subsequent variations extended it in various directions, among others to weighted graphs
and non-geodesic paths (flow betweenness in Freeman, Borgatti and White (1991)), random walks
from a fixed source to a fixed sink (random-walk betweenness in Newman (2005)), and betweenness
of subsets of nodes (group betweenness in Everett and Borgatti (1999)). In the spirit of betweenness
measures, sample centrality captures how strongly a sample of nodes connects any two nodes in the
graph – yet with some crucial differences.

First, for k = 1, that is, for a singleton sample a = (a1), sample centrality looks at the shortest
path of the form a → a1 → a′, but weighs this path by ω(a)ω(a′) rather than by the inverse of the
total number of geodesic paths from a to a′ as betweenness centrality would. This weighting of the
pair (a, a′) generalizes to k ≥ 1 as well.

Second, for k ≥ 1 sample centrality considers inference channels of a similar form

a→ sample → a′,

but these are walks rather than paths. The walks are constrained to travel only within the sample
before ending at a′. This stands in contrast to the construction in Everett and Borgatti (1999)
where group betweenness counts only the share of geodesic paths from a to a′ that go through
sample nodes.

Relation to Bonacich centrality. Sample centrality features alternating walk sums of any length
between any two sample nodes, because the covariance of the sample is expressed as:

Σ−1(a) = (I +A(a))−1 =

∞∑
ℓ=0

(−1)ℓAℓ(a).

In the case in which the graph is a-walk-summable, this is reminiscent of Katz-Bonacich centrality,
which counts the sum of walks of any length emanating from a given node (Katz (1953), Bonacich
(1987)). Katz-Bonacich centrality discounts walks of length ℓ by βℓ, where β ∈ (0, 1) is the discount
factor. In contrast, sample centrality discounts walks of length ℓ by (−1)ℓ.31

More importantly, the weight τj(a;a) that scales sample observation f(aj) in the expectation of
f(a) (equation (13)) can be interpreted in Katz-Bonacich-like terms. The Katz-Bonacich centrality
of node aj ∈ a within the sample subgraph Ga = (a, Ea) is∑

ai∈a

(ai
a→ aj),

31The alternating sign captures the opposing effects of mediating and moderating variables, the net effect
of which is reflected in the total covariance between the first node and the last node in a path or walk. The
sign-alternating Bonacich centrality plays a key role in the analysis of strategic games on networks when the
players’ actions are pure substitutes (Bramoulle, Kranton and D’Amours (2014)).
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whereas for a given out-of-sample node a,

τj(a;a) =
∑
ai∈a

σ(a, ai)(ai
a→ aj).

So τj(a;a) captures a modified notion of Katz-Bonacich centrality of sample node aj : walks from
aj to other sample nodes ai ∈ a are weighted by σ(a, ai) rather than equally. If σ(a, ai) is the
same for any ai ∈ a, τj(a;a) simplifies to Katz-Bonacich centrality. Therefore, τj(a) is the modified
Katz-Bonacich centrality of node aj ∈ a averaged out across all possible starting nodes a ∈ A.

C Proofs for section 4
Proof for lemma 4.1. Let νi(a, f(a)) =: νi(a) and let ρ(a) be the correlation that a induces between
νP (a, f(a)) and νA(a, f(a)). The joint distribution of posterior values is Gaussian:(

νP (a)

νA(a)

)
∼ N

((
νP0
νA0

)
,

(
ψ2
P (a) ρ(a)ψA(a)ψP (a)

ρ(a)ψA(a)ψP (a) ψ2
P (a)

))
.

From here, the conditional expectation is simply:

E[νA(a) | νP (a) ≥ rP ] =

∫ ∞

−∞
νA(a)f(νA(a) | νP (a) ≥ rP ) dν

A(a).

Claim 3. The conditional density is given by

f(νA(a) | νP (a) ≥ rP ) =
ϕ
(
νA(a)−νA

0

ψA(a)

)
ψA(a)Φ

(
νP
0 −rP
ψP (a)

)Φ
νP0 + ρ(a)ψP (a)

ψA(a) (ν
A(a)− νA0 )− rP

ψP (a)
√

1− ρ(a)2

 .

Proof. Let x1, x2 be jointly Gaussian with means µ1, µ2, variances σ2
1 , σ

2
2 and covariance σ12. Let

f1, f2 and F1, F2 denote the pdf and cdf, respectively, of x1 and x2. Let f(·, ·) and f(· | ·) denote
the joint pdf and the conditional pdf respectively. Then,

f(x1 | x2 ≥ x̄) =
1

1− F2(x̄)
Pr(x2 ≥ x̄)f(x1 | x2 ≥ x̄)

=
1

1− F2(x̄)

∫ ∞

x̄

f(x1, x2)dx2

=
1

1− F2(x̄)

∫ ∞

x̄

f(x2 | x1)f1(x1)dx2

=
f1(x1)

1− F2(x̄)
(1− Fx2|x1

(x̄)).

The first line multiplies and divides by Pr(x2 ≥ x̄). The second line rewrites Pr(x2 ≥ x̄)f(x1 | x2 ≥
x̄) using the joint density. The third line uses the fact that f(x1, x2) = f(x2 | x1)f1(x1). The last
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two lines use the conditional distribution of x2 | x1. But,

x2 | x1 ∼ N
(
µ2 + ρ

σ2
σ1

(x1 − µ1), (1− ρ2)σ2
2

)
and ρ = σ12

σ1σ2
. Therefore, we can insert the expression for Fx2|x1

to obtain:

f(x1 | x2 ≥ x̄) =
f1(x1)

1− F2(x̄)

(
1− Φ

(
x̄− µ2 − ρσ2

σ1
(x1 − µ1)

σ2
√
1− ρ2

))
.

Switching back to our variables of interest, let x1 := νA(a) ∼ N (νA0 , ψ
2
A(a)), x2 := νP (a) ∼

N (νP0 , ψ
2
P (a)) and x̄ := rP . Therefore,

f(νA(a)|νP (a) ≥ rP ) =
ϕ
(
νA(a)−νA

0

ψA(a)

)
ψA(a)

(
1− Φ

(
rP−νP

0

ψP (a)

))
1− Φ

rP − νP0 − ρ(s)ψP (a)
ψA(a) (ν

A(a)− νA0 )

ψP (a)
√
1− ρ(a)2

 .

Using the claim, observe that:

Pr(νP (a) ≥ rP )E[νA(a) | νP (a) ≥ rP ] = Φ

(
νP0 − rP
ψP (a)

)∫ ∞

−∞
νA(a)f(νA(a)|νP (a) ≥ rP ) dν

A(a)

=

∫ ∞

−∞

νA(a)

ψA(a)
ϕ

(
νA(a)− νA0
ψA(a)

)
Φ

νP0 + ρ(s)ψP (a)
ψA(a) (ν

A(a)− νA0 )− rP

ψP (a)
√
1− ρ(a)2

 dνA(a)

=

∫ ∞

−∞

(
xψA(a) + νA0

)
ϕ(x)Φ

(
νP0 + ρ(a)ψP (a)x− rP

ψP (a)
√
1− ρ2(a)

)
dx,

where in the last line x :=
νA(a)−νA

0

ψA(a) . From Owen (1980), we have the following identities (respec-
tively, numbered 10,010.8 and 10,011.1 in Owen (1980)):∫ ∞

−∞
ϕ(x)Φ(a+ bx)dx = Φ

(
a√

1 + b2

)
,

∫ ∞

−∞
xϕ(x)Φ(a+ bx)dx =

b√
1 + b2

ϕ

(
a√

1 + b2

)
.

Letting a := (νP0 − rP )/(ψP (a)
√

1− ρ2(a)) and b := ρ(a)/
√
1− ρ2(a),

Pr(νP (a) ≥ rP )E[νA(a) | νP (a) ≥ rP ] = νA0 Φ

(
νP0 − rP
ψP (a)

)
+ ρ(a)ψA(a)ϕ

(
νP0 − rP
ψP (a)

)
.

Therefore, the agent’s payoff from sample a simplifies to

VA(ν
A
0 , ν

P
0 ,a) = Pr(νP (a) < rP )rA + νA0 Φ

(
νP0 − rP
ψP (a)

)
+ ρ(a)ψA(a)ϕ

(
νP0 − rP
ψP (a)

)
= rA + (νA0 − rA)Φ

(
νP0 − rP
ψP (a)

)
+ ρ(a)ψA(a)ϕ

(
νP0 − rP
ψP (a)

)
.
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Proof for proposition 4.2. Because ωA = ωP , ψi(a) = ψ(a) and νi0 = ν0 for both i = A,P . The
agent’s payoff from sample a is

VA(ν0, ν0,a) = rA + (ν0 − rA)Φ

(
ν0 − rP
ψ(a)

)
+ ψ(a)ϕ

(
ν0 − rP
ψ(a)

)
.

VA is increasing in ψ(a) if and only if

ψ2(a) ≥ (rP − rA)(ν0 − rP ). (16)

Therefore, fixing ν0, rP and rA, VA is either strictly increasing or single-troughed in ψ.

(i) Fix k. For ν0 ≤ rP , the RHS of (16) is strictly negative, hence VA is strictly increasing
increasing in ψ. Agent prefers to give as high a posterior variance as it is attainable, i.e. he
samples the single-agent sample. If ν0 > rP , VA is single-troughed in ψ, with the trough at
ψ2 = (rP − rA)(ν0− rP ). Therefore, the agent prefers to either provide no sample (i.e. ψ = 0)
or provide the highest posterior variance he can (i.e. the single-agent sample of size k with
corresponding posterior variance ψ2

k). The agent prefers the single-agent sample if and only if

λ

(
ν0 − rP
ψk

)
:=

ϕ
(
ν0−rP
ψk

)
1− Φ

(
ν0−rP
ψk

) > ν0 − rA
ψk

,

where λ(·) is the inverse Mill’s ratio. At ν0 = rP , this inequality holds by the previous
argument; hence, λ(0) > ψ2

k. But λ′(·) ∈ (0, 1), strictly increasing, and λ
(
ν0−rP
ψ

)
→ ν0−rP

ψ

for ν0 sufficiently high. Hence, there exists ν̄0 > rP such that the inequality holds for any
ν0 < ν̄0.

(ii) Fix k. For ν0 ≥ rP , the RHS of (16) is strictly negative, hence VA is strictly increasing
increasing in ψ. The agent samples the single-agent sample of size k. A similar argument to
that of part (i) establishes that there exists ν0 < rP such that the agent prefers to provide ψ2

k

for ν0 > ν0.

(iii) First, ψk′ > ψk for any k′ > k. Fix ν0 = ν̄0(k). At such ν0, the agent is indifferent between
providing posterior variance zero and ψ2

k. It must hence be that VA is increasing in ψ at
ψ = ψk: at such ν0, the agent strictly prefers higher posterior variance ψk′ > ψk. Hence,
ν̄0(k

′) > ν̄0(k). A similar argument shows that ν0(k′) < ν0(k) for k′ > k.

Proof for proposition 4.4. Because ωA(a) = −ωP (a) for any a ∈ A, νA0 = −νP0 and νA(a, f(a)) =

−νP (a, f(a)) for any a ∈ Ak and respective realizations f(a) ∈ R|a|. Let ν0 := νA0 . For any feasible
sample a ∈ Ak, ρ(a) = −1 and ψA(a) = ψP (a) =: ψ(a). Therefore, the agent’s payoff from sampling
a is

VA(ν0,−ν0,a) = rA + (ν0 − r)Φ

(
−ν0 − r

ψ(a)

)
− ψ(a)ϕ

(
−ν0 − r

ψ(a)

)
.
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The agent’s payoff is increasing in ψ(a) if and only if

ψ(a)2 ≤ −2r(r + ν0). (17)

Fixing ν0 and r, VA is single-peaked in ψ, with the peak at ψ̂ =
√

−2r(r + ν0). Let ψ2
k denote the

posterior variance of the single-agent sample with capacity k.

(i) For r = 0, the RHS of (17) is zero, so the agent’s payoff is strictly decreasing in posterior
variance. Hence, for any k the agent prefers ψ2

0 = 0 to any ψ2
k > 0.

(ii) Fix r > 0. If ν0 ≥ −r, the RHS of (17) is negative. Hence, the agent’s payoff is strictly
decreasing in posterior variance. No attributes are sampled optimally.
Consider ν0 + r < 0. If ν0 is such that ψ̂2 > ψ2

k, the agent’s payoff is strictly increasing in ψ

for ψ2 ∈ [0, ψ2
k], hence the optimal sample consists of the single-agent sample. But ψ̂2 > ψ2

k

⇔ ν0 < −r − ψ2
k/(2r). If, on the other hand, ψ̂2 < ψ2

k, the agent’s payoff is maximized at
posterior variance ψ2 = ψ̂2.

(iii) The argument is similar to part (ii).

(iv) Consider r > 0. For any k′ > k, ψ2
k′ > ψ2

k. Fixing ν0 < −r, if the agent prefers ψ̂2 under k, he
prefers it under k′ > k as well. Therefore, ν0(k) decreases with k. A similar argument shows
that for r > 0, ν̄0(k) increases with k.

Proof for lemma 4.5.
(i) Fix a. The agent’s payoff is

VA(ν
A
0 , rP ) = max

a∈Ak
rA +

(νA0 − rA)

2
+ α2(a)ϕ(0).

Therefore, the optimal sample maximizes α2(a).
(ii) The agent’s payoff simplifies to

VA(rA, ν
P
0 ) = max

a∈Ak
rA + α2(a)ϕ

(
νP0 − rP
α1(a)

)
.

For νP0 ̸= rP , the objective is increasing in both α1 and α2. By the optimality of a∗, there does not
exist another feasible ã ∈ Ak such that α1(ã) > α1(a

∗) and α2(ã) > α2(a
∗).

(iii) If νP0 = rP and no sample is drawn, the agent’s payoff is rA/2 + νA0 /2. Note that if α2(a) < 0,
VA(ν

A
0 , rP ,a) < rA/2 + νA0 /2. But α2(a) < 0 ⇔ ρ(a) < 0. So no sampling is strictly preferred to

any sample with ρ(a) < 0. Similarly, VA(rA, νP0 ,a) < rA = νA0 for α2(a) < 0 ⇔ ρ(a) < 0.

Proof for proposition 4.6.
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(i) By way of contradiction, let players be in ex-ante agreement and ρ(a∗) < 0 for an optimal a∗.
Suppose first νi0 − ri > 0 for i = A,P . The agent prefers sampling to no sampling iff

max
a∈Ak

ρ(a)ψA(a)
ϕ
(
νP
0 −rP
ψP (a)

)
1− Φ

(
νP
0 −rP
ψP (a)

) ≥ νA0 − rA.

For any informative a ∈ Ak, ψA(a) > 0. Hence, the agent prefers no sampling to a∗: this
contradicts the optimality of a∗. Therefore, ρ(a∗) > 0. If instead νi0 − ri < 0 for i = A,P , the
agent prefers sampling to no sampling iff

max
a∈Ak

ρ(a)ψA(a)
ϕ
(
νP
0 −rP
ψP (a)

)
Φ
(
νP
0 −rP
ψP (a)

) ≥ rA − νA0 .

Because rA − νA0 > 0, ρ(a∗) > 0 for any optimal a∗.

(ii) This follows immediately from the proof of part (i).

(iii) Suppose such ã exists. Because α1(ã) ≥ α1(a
∗) and sgn(νA0 − rA) ̸= sgn(νP0 − rP ),

(νA0 − rA)

(
Φ

(
νP0 − rP
α1(a∗)

)
− Φ

(
νP0 − rP
α1(ã)

))
≤ 0.

Moreover, α2(ã) > 0 and α2(ã) ≥ α2(a
∗) implies that

α2(a
∗)ϕ

(
νP0 − rP
α1(a∗)

)
− α2(ã)ϕ

(
νP0 − rP
α1(ã)

)
≤ 0.

If at least one of these inequalities holds strictly, VA(νA0 , νP0 , ã) > VA(ν
A
0 , ν

P
0 ,a

∗), which con-
tradicts the optimality of a∗.

Proof for theorem 4.7. Because V (νA0 , ν
P
0 ,a) is continuous in (νA0 , ν

P
0 ) and the set of feasible samples

{(α1(a), α2(a)) : a ∈ Ak} is constant in (νA0 , ν
P
0 ), by the Maximum Theorem V (νA0 , ν

P
0 ) is continuous

in (νA0 , ν
P
0 ) and the set of optimal samples is upper hemicontinuous and compact in (νA0 , ν

P
0 ). By

proposition 4.6, if players are in ex-ante agreement then ρ(a∗) ≥ 0 ⇔ α2(a
∗) ≥ 0 for any optimal

a∗. So without loss we restrict attention to {a ∈ Ak : α2(a) ≥ 0}. By lemma 4.5(i), for νP0 = rP

any optimal sample solves
a∗(νA0 , rP ) ∈ arg max

a∈Ak
α2(a).

First, if the optimal sample is no informative sample i.e. (α∗
1, α

∗
2) = (0, 0), the statement holds

trivially. For the rest of this argument let

a∗+ := a∗+(ν
A
0 , rP ) ∈ arg max

ã∈argmaxa α2(a)
α1(ã).
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Fix νP0 − rP > 0 within ϵ-distance from zero, where ϵ > 0 small. Then for any νA0 there exists
δ > 0 such that a∗(νA0 , ν

P
0 ) is within δ from a∗+. The agent’s payoff strictly increases from a slight

modification of a∗+ in a direction at which dα1(a
∗
+) < 0 if and only if

(νP0 − rP )
(
(νP0 − rP )α2(a

∗
+)− (νA0 − rA)α1(a

∗
+)
)
dα1(a

∗
+) + α1(a

∗
+) dα2(a

∗
+) > 0

⇔ νP0 − rP
α1(a∗+)

(
νP0 − rP
α1(a∗+)

− νA0 − rA
α2(a∗+)

)
< −

dα2(a
∗
+)

dα1(a∗+)

α1(a
∗
+)

α2(a∗+)
. (18)

From any such modification, dα2(a
∗) ≤ 0 because α2(a

∗) is the highest attainable α2. Then, for
any νP0 sufficiently close to zero there exists νA0 > rA sufficiently high so that the LHS of 18 becomes
sufficiently negative. Moreover, at any such (νP0 , ν

A
0 ) modifying a∗+ so that dα1(a

∗
+) > 0 strictly

decreases the principal’s payoff. Therefore, α2(a
∗(νA0 , ν

P
0 )) ≤ α2(a

∗
+) and α1(a

∗(νA0 , ν
P
0 )) ≤ α1(a

∗
+),

with at least one strict inequality.

C.1 Details for examples of section 4.4.1

C.1.1 Example 4.4.2 (Narrow-minded principal vs. broad-minded agent)

Proposition C.1. Fix νA0 = rA. The optimal attribute a∗
(
νP0 , 0

)
is (i) in [min(1/2, aP ),max(1/2, aP )]

for any νP0 , (ii) weakly increasing in |νP0 |, and (iii) a∗(νP0 , 0) = 1/2 for |νP0 | sufficiently low and
a∗(νP0 , 0) = aP for |νP0 | sufficiently high.

Proof.

(i) Each sufficient statistic is single peaked in a, because α1(a) = e−|a−aP |/ℓ and α2(a) = 2ℓ −
e−(1−a)/ℓℓ− e−a/ℓℓ, with peak at a = aP and a = 1/2 respectively. The rest of the argument
is an immediate implication of lemma 4.5.

(ii) The optimal attribute, whenever interior in (1/2, aP ), is determined by the equation e1/ℓ −
e2a/ℓ − νP0

2
e2|a−aP |/ℓ (e1/ℓ + e2a/ℓ − 2e(1+a)/ℓ

)
= 0. The LHS is increasing in |νP0 | and de-

creasing in a. Therefore, the optimal attribute is increasing in |νP0 |.

(iii) For |νP0 | sufficiently small (resp., sufficiently large), the agent’s payoff is strictly decreasing
(resp., increasing) in a for a ∈ [1/2, aP ]. Coupled with part (i), it follows that a∗ = 1/2 (resp.,
a∗ = aP ).

Corollary C.2. a∗(νP0 , νA0 ) ∈ [1/2, aP ] for any (νP0 , ν
A
0 ) such that sgn(νP0 − rP ) ̸= sgn(νA0 − rA).

Proof. If players are in ex-ante disagreement, agent’s payoff is strictly increasing in ψP and ψA,
keeping respectively ψA and ψP fixed. If a∗ ∈ [0, 1/2), the agent can improve his payoff by selecting
instead a∗ + ϵ for ϵ > 0 small, hence increasing both ψP and ψA. A similar modification improves
upon a∗ ∈ (aP , 1].

Proposition C.3 (Optimal selection of peripheral sites). Fix any νA0 > 0 and aP > 1/2. There
exists an interval νP0 ∈ [0, ν̄0(ν

A
0 )] such that the unique optimal sample is a∗(νA0 , νP0 ) < 1/2.
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Proof. The agent’s objective is decreasing in a at a = 1/2 if and only if −e1/ℓνA0 +2eaP /ℓ
(
e1/2ℓ − 1

)
ℓνP0 <

0. Because νA0 > 0, this holds for νP0 > 0 sufficiently close to zero. For νP0 = 0, a∗ = 1/2 for any
νA0 . Hence by continuity of a∗ in (νA0 , ν

P
0 ), a∗ < 1/2 for νP0 sufficiently close to zero. The optimal

sample is determined by the first-order condition

e(1+2a)/ℓ − e4a/ℓ =
e(1+2a+aP )/ℓ

ℓ
νA0 ν

P
0 + e2aP ℓ

(
e1/ℓ + e2a/ℓ − 2e(1+a)/ℓ

)
νP0

2
.

C.1.2 Example 4.4.3 (Overlapping interests in attributes)

Proof for lemma 4.8. The posterior variance is given by

ψ2
i (a) =


(āi − ai)

2a if a ≤ ai(
āi − a2+a2i

2a

)2
a if a ∈ [ai, āi](

ā2i−a
2
i

2a

)2
a if a ≥ āi.

For a ≤ ai, ψ2
i is strictly increasing in a, whereas for a ≥ āi it is strictly decreasing. Therefore, a∗i

is interior. Moreover, differentiating ψ2
i (a) for a ∈ [ai, āi] with respect to a, a∗i corresponds to the

positive solution of the quadratic equation a2i + 2aāi − 3a2 = 0. The monotonicity of a∗i in ai and
āi is straightforward from the expression for a∗i .
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